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Chapter 1. Introduction.
1.1. The Learning Lab Lower Saxony XE "Learning Lab Lower Saxony"  (L3S)

The Learning Lab Lower Saxony XE "Learning Lab Lower Saxony"  (L3S) is a research institute, common effort of the University of Hannover XE "University of Hannover" , the Technical University of Braunschweig, the Braunschweig School of Arts, and the Stanford XE "Stanford: University"  Learning Lab. 
Catchphrases like E-learning, networked organization, multimedia content and virtual campus are all being used to describe the university of the future. The traditional learning processes and models of working in research, teaching, and further education will change permanently.
Learning Lab Lower Saxony XE "Learning Lab Lower Saxony"  (L3S) researches the application and utilization of innovative learning technologies and supports their implementation in higher education institutes, universities, and companies. The goal of the L3S is to facilitate the international exchange of ideas, technologies, methods, and research results in this field.
International research projects will examine the benefits of web-based learning materials, of Semantic Web XE "Web: Web"  technologies to facilitate the shared use of information and materials, of real-time capable control mechanisms for lab equipment, of synchronous tutoring, and of new methods and designs for project-based learning in remote, network supported lectures and seminars. The improved integration of mobile learners is taken into consideration.


1.2. The University of Hannover XE "University of Hannover" 
The heart of the University of Hannover XE "University of Hannover"  beats in the idyllic Welfenschloss, the Guelph Palace. Originally founded in 1831, the university now has around 27000 students. 2000 academics and scientists work at the university in 17 faculties with around 160 departments and institutes.
1.3. The Stanford XE "Stanford: University"  WebBase XE "Stanford: WebBase"  Project
The Stanford XE "Stanford: University"  WebBase XE "Stanford: WebBase"  project is investigating various issues in crawling, storage, indexing, and querying of large collections of Web XE "Web: Web"  pages. The project builds on the previous Google XE "Google: Google"  activity and aims to build the necessary infrastructure to facilitate the development and testing of new algorithms for clustering, searching, mining, and classification of Web content.

Both L3S and Stanford XE "Stanford: University"  University are using this software as a testbed for newly developed search engine XE "Search engine"  algorithms. My algorithms were also tested using pages crawled using Stanford WebBase XE "Stanford: WebBase"  and integrated in its search engine interface.
The WebBase XE "Stanford: WebBase"  project employs the architecture shown in the following figure. The important components of this architecture are described below. 
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Crawler. "Smart" crawling technology is used to crawl XE "Crawler: crawl"  XE "Crawler: Crawl"  'valuable' sites more frequently or more deeply. The measure of 'value' is, of course, itself an important research topic. Smart crawling is also used to estimate the rate of change of web pages and adjust the crawling algorithm to maximize the freshness of the pages in the repository XE "Repository"  XE "Crawler: Repository" . 

Page repository XE "Repository"  XE "Crawler: Repository" . A scalable distributed repository is used to store the crawled collection of Web XE "Web: Web"  pages. Strategies for physical organization of pages on the storage devices, distribution of pages across machines, and mechanisms to integrate freshly crawled pages, are important issues in the design of this repository. The repository supports both random and stream-based access modes. Random access allows individual pages to be retrieved based on an internal page identifier. Stream-based access allows all or a significant subset of pages to be retrieved as a stream. 

Indexing and Analysis Modules. The indexing module uses a stream of pages from the repository XE "Repository"  XE "Crawler: Repository"  to build basic retrieval indexes over the content and structure of the crawled collection. Indexes on the content are akin to standard IR-style text indexes, whereas indexes on the structure represent the hyperlinked Web XE "Web: Web"  graph. Efficient construction of such indexes over Web-scale collections poses interesting challenges. The analysis module populates the feature repository by using a collection of feature extraction engines. Each feature extraction engine computes some property of a page (example: reading level, genre), builds an index XE "Index"  over that property, and makes that index available to the rest of WebBase XE "Stanford: WebBase" . These indexes will be kept up to date as the archive is refreshed through new crawls. The set of feature extraction engines will grow, as new algorithms are devised to describe and characterize Web pages.
In addition, indexes can also be built off-site by indexing clients that implement the "Index API". These indexing clients receive a page stream, use that to build the index XE "Index"  files, and integrate the index into WebBase XE "Stanford: WebBase"  using the "Index API”. 

Multicast module. The distribution machinery implemented by the multicast module will allow researchers everywhere to take advantage of our collected data. Rather than forcing all index XE "Index"  creation and data analysis to run at the site where the data is located, our wide-area data distribution facility will multicast the WebBase XE "Stanford: WebBase"  content through multicast channels. Channels may vary in bandwidth and content. Subscribers specify the parameters of their channel, including the subset of pages that are of interest to them. 

Query Engine XE "Search Engine" . Query-based access to the pages and the computed features (from the feature repository XE "Repository"  XE "Crawler: Repository" ) is provided via the WebBase XE "Stanford: WebBase"  query engine. Unlike the traditional keyword-based queries supported by existing search engine XE "Search engine" s, queries to the WebBase query engine can involve predicates on both the content and link structure of the Web XE "Web: Web"  pages. 

Chapter 2. Search Engines.

2.1. Graph Structure of the Web XE "Web: Web" 
Analyzing the characteristics of the Web XE "Web: Web"  graph is very helpful in understanding the Web related algorithms and therefore we will start from this point. Such algorithms are usually considered part of the domains of data mining and information retrieval.

Consider the directed graph whose nodes correspond to static pages on the Web XE "Web: Web" , and whose arcs correspond to hyperlinks XE "Hyperlink"  between these pages. Let us now state the most important reasons for developing an understanding of this graph: 

1. Designing crawl XE "Crawler: crawl"  XE "Crawler: Crawl"  strategies on the web [Cho2000]. 

2. Understanding of the sociology of content creation on the web. 

3. Analyzing the behavior of Web XE "Web: Web"  algorithms that make use of link information [Butafogo1991, Mendelson1995, Carierre1997, Kleinberg1997, Brin1998].  To take just one example, what can be said of the distribution and evolution of PageRank XE "Pagerank"  [Brin1998] values on graphs like the Web? 

4. Predicting the evolution of web structures such as bipartite cores [Kumar1999] and Web XE "Web: Web"  rings, and better algorithms for discovering and organizing them. 

5. Predicting the emergence of new, yet unexploited phenomena in the Web XE "Web: Web"  graph. 

[Barabasi1999] used a 325,000 nodes crawl XE "Crawler: crawl"  XE "Crawler: Crawl"  to analyze the Web XE "Web: Web"  and stated that the distribution of degrees (especially in-degrees) follows a power law XE "The Power Law" :
The power law XE "The Power Law"  for in-degree: The probability that a node has in-degree i is proportional to 1/ix, for some positive x > 1.

Let us now state that the Web XE "Web: Web"  distribution of pages looks like a tie node, as depicted in the figure below.
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One can pass from any node of IN through SCC XE "Web: Strongly Connected Component"  to any node of OUT.  Hanging off IN and OUT are TENDRILS XE "Web: Tendrils"  containing nodes that are reachable from portions of IN, or that can reach portions of OUT, without passage through SCC.  It is possible for a TENDRIL hanging off from IN to be hooked into a TENDRIL leading into OUT, forming a TUBE, which is actually a passage from a portion of IN to a portion of OUT without touching SCC.

In the case of the in-degree distribution, the power law XE "The Power Law"  has consistently the exponent 2.1, while the out-degrees of pages also exhibit a power law distribution, but with the power law exponent of 2.72.
It is interesting to note that the initial segment of the out-degree distribution deviates significantly from the power law XE "The Power Law" , suggesting that pages with low out-degree follow a different (possibly Poisson or a combination of Poisson and power law, as suggested by the concavity of the deviation) distribution.  Further research is needed to understand this combination better.

From [Broder2000], one can see a plotted image representing the distributions of in- and out-degrees of pages. Its analysis will reveal the truth of the theorems (propositions) stated above. Let us now see how such a real case looks like:
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2.2. Architecture of a Search Engine XE "Search Engine" 
The term "search engine XE "Search engine" " is often used generically to describe both crawler XE "Crawler: crawler" -based search engines and human-powered directories. These two types of search engines gather their listings in radically different ways. Crawler-based search engines, such as Google XE "Google: Google" , create their listings automatically. They "crawl XE "Crawler: crawl"  XE "Crawler: Crawl" " or "spider XE "Crawler: Spider" " the web, then people search through what they have found. A human-powered directory, such as the Open Directory, depends on humans for its listings. You submit a short description to the directory for your entire site, or editors write one for sites they review. A search looks for matches only in the descriptions submitted.
A typical crawler XE "Crawler: crawler" -based search engine XE "Search engine"  has several major elements. First is the spider XE "Crawler: Spider" , also called the crawler. The spider visits a Web XE "Web: Web"  page, reads it, and then follows links to other pages within the site. This is what it means when someone refers to a site being "spidered" or "crawled." The spider returns to the site on a regular basis, such as every month or two, to look for changes. Everything the spider finds goes into the second part of the search engine, the index XE "Index" . The index, sometimes called the catalogue, is like a giant book containing a copy of every Web page that the spider finds. If a Web page changes, then this book is updated with new information. Search engine XE "Search Engine"  software XE "Search engine software"  is the third part of a search engine. This is the program that sifts through the millions of pages recorded in the index to find matches to a search and rank them in order of what it believes is most relevant.

One can also picture a typical search engine XE "Search engine"  (of any type) using the following elements:
	User Interface
	This is needed to take the user query.

	Search Module
	Transforms the query to an understandable format, then performs matching with the index XE "Index"  and finally returns results as output with the needed information.

	Index
	A database/repository XE "Repository"  XE "Crawler: Repository"  with the data to be searched.
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The architecture is depicted in the figure below:
The search module is the most important. There are located most of the search engine XE "Search engine"  algorithms, including pagerank XE "Pagerank"  algorithms, used to sort the output when presented to the user. In this second approach, the crawler XE "Crawler: crawler"  is considered to be “behind” the main search engine, because it is somehow separate from it.
2.3. Crawler Architecture

A search engine XE "Search engine"  cannot work without a proper index XE "Index"  where possible searched pages are stored, usually in a compressed format. This index is created by specialized robots, which crawl XE "Crawler: crawl"  XE "Crawler: Crawl"  the Web XE "Web: Web"  for new/modified pages (the actual crawlers, or spiders).
[image: image62.wmf])

(

)

1

(

n

n

x

A

x

·

¬

+

Typical crawler XE "Crawler: crawler"  architecture XE "Crawler: architecture"  is depicted in the figure below:
Let us now investigate each component.
	Retrieving Module
	Retrieves each document from the Web XE "Web: Web"  and gives it to the Process module.

	Process Module
	Processes data from the Retrieving Module. Sends new discovered URLs to the URL XE "URL"  Listing Module and the Web XE "Web: Web"  page text to the Format & Store Module.

	URL XE "URL"  Listing Module
	Feeds the Retrieving Module using its list of URLs.

	Format & Store Module
	Converts data to better format and stores it into the index. XE "Index" 

	Index
	Database/repository XE "Repository"  XE "Crawler: Repository"  with the useful data retrieved.


The Process Module is the coordinating module. It controls the Retrieving Module through the URL XE "URL"  Listing Module and prepares data for indexing. It is also performing some automatic text analysis (stemming, removing of high frequency words, etc), classification (keyword clustering, document clustering, etc.), filtering (not all documents will be stored), etc.
2.4. Search Engines Examples

Search Engines have been quite a researched issue in the past five years, after the papers of Kleinberg XE "Kleinberg"  XE "John Kleinberg"  (Klein1997) and Brin XE "Brin"  XE "Sergey Brin"  (Brin1998a, Brin1998b) appeared. Initial research was focused only on building Google XE "Google: Google" -like engines. However, in time research has concentrated on two main aspects: search personalization XE "Personalization"  and improving search speed. The former is mostly oriented on developing personalized pagerank XE "Pagerank"  algorithms (Widom2002b, Guha, Anderson2002, Moba2000, Widom2002a). These algorithms are extensions of the original Google pagerank algorithm and exploit the personalization vector XE "Personalization vector"  presented in the paper (Brin1998a). 
Furthermore, other researchers have tried to build topic oriented search engine XE "Search engine" s (Frankel1996, Heritage). While these provide better results then normal search engines, users find it difficult to switch between lots of engines when willing to query on different topics.

A more sensible subject is search engine XE "Search engine"  speed. It involves crawling speed, index XE "Index"  access speed and pagerank XE "Pagerank"  speed. Future solutions will probably focus on the distributed nature of the WWW XE "WWW" . Some are already trying to build distributed indexes or to compute the pagerank in a distributed manner (Kamvar2003b, Have1999). The latter approach is proved to be quite effective. A local pagerank is first computed for each strongly connected component of the WWW graph, and then these ranks are combined into an initial approximation of the Google XE "Google: Google"  pagerank. The possible parallelism of the first step is obvious.
Many other challenges appear when writing search engine XE "Search engine"  software. Only the exponentially growth of the Web XE "Web: Web"  size can be enough for a reason. Every day about 7.3 millions pages are added to the Web and many others are modified or removed [Guil2002]. Also, according to [Google XE "Google: Google" ], current Web graph contains more than 3 billion nodes. Other challenges emerge immediately:
a) Accessibility. Not all pages are accessible at all the time and not all pages are connected to big components of the Web XE "Web: Web"  graph. Yet, such pages might contain valuable information and their development should be supported by search engine XE "Search engine" s (here, we mean development by supporting Web pages/sites to get known fast, thus convincing other Web designers to add links towards them on the sites they are developing).

b) Crawling. As the Web XE "Web: Web"  size is growing fast, crawling all its pages will be more and more difficult. Existing crawlers are already trying to differentiate between different regions of the Web graph (some of them are updated every few hours and should be crawled intensively, while some other are updated every few months or even more seldom and there is no need to check them too often).

c) Storing crawl XE "Crawler: Crawl"  information. This is practically deduced from the previous one. As we will have to crawl more and more pages, and as storage space is limited, solutions must be found to store as much crawl information as possible (current approaches involve converting every file type to a text file, followed by the compression of the text files, etc.).

d) Managing information. Considering that somehow we will be able to store everything that is in the Web XE "Web: Web" , we will still have to find solutions in order to access this information fast enough. A Web search using a search engine XE "Search engine"  should never take more than a few seconds.
Finally, let me present some general search engine XE "Search engine" s. The most known are Google XE "Google: Google"  (Google) and Yahoo XE "Yahoo" ! (Yahoo), but one of the oldest search engines is Altavista (Altavista). All existing search engines have weaknesses, even Google (link searches must be exact, it does not support full Boolean, it only indexes a part of the web pages or PDF files, etc.). This issue represents a real reason for building more search engine testbeds and algorithms.
You can find links to other search engine XE "Search engine" s at the end of the bibliography (chapter 8). I will only remind here some well-known names, like [Excite], [Lycos], etc.
Chapter 3. Pagerank Basics.

3.1. Early Page Ranking Solutions
The quality of the Google XE "Google: Google"  pagerank XE "Pagerank"  algorithm can be easily observed when reading pagerank research before Google. All approaches were only based on page appearance and user surfing.
In the following I shall present the Yahoo XE "Yahoo" ! ranking techniques (Yahoo). Much has been written about Yahoo over the years. Webmasters have exchanged tips on how to get listed in the directory, while reporters have covered the company's past success and recent troubles. Yet, the algorithm of Yahoo's search has not attracted nearly as much attention for one reason or another. Speculation and general advice about it have been available, but only a few people have seriously attempted to explain how Yahoo ranks sites, as the Yahoo Company did not present publicly its algorithms.
Even while Yahoo XE "Yahoo"  is a directory and not a search engine XE "Search engine" , it does have a search feature which visitors often use. A site that ranks badly on Yahoo's search will miss out on a great deal of traffic that the directory could potentially produce.

Experimentally people discovered that Yahoo XE "Yahoo"  uses al least the following elements when ranking pages:
a) Page Title – Apparently this is the most important aspect and including the page title in the query words helps a lot. Furthermore, a page that does not have any of its keywords in the title is supposed to be returned very seldom as a top ranked result.

b) Page Category – If one marks the desired category in the search, pages on that issue will surely have a higher pagerank XE "Pagerank" . This is also considered to be very important.

c) URL XE "URL"  – The (partial) URL of the page can be used to limit the query.

d) Page Description – Including words from the page description in the query would only increase search speed. The relevance of the returned pages remains almost the same (one can see how primitive this approach has become in only about one decade).
Yahoo XE "Yahoo"  was the first search engine XE "Search engine"  with click through tracking. Each click in the set of returned pages of a query was remembered and statistics were created. Still, the better idea came also with Google XE "Google: Google" , which developed the Google Toolbar XE "Google: Google Toolbar"  for tracking down clicks on every Web XE "Web: Web"  page (not only on the pages belonging to the search engine).
Currently, a search on Yahoo XE "Yahoo"  is most likely to provide the same results as a search on Google XE "Google: Google"  due to the contract signed between the two companies.

3.2. The Kleinberg XE "Kleinberg"  XE "John Kleinberg"  HITS XE "HITS Algorithm"  Algorithm
Introduction and Basic Notations

This was the first real good algorithm on page ranking. The idea behind the Kleinberg XE "Kleinberg"  XE "John Kleinberg"  algorithm (Klein1997) is to compute two scores for each page in a community, that is a hub XE "Hub"  score and an authority XE "Authority"  score.

But what is a hub XE "Hub" ? A hub can be explained as being a page pointing to many other important pages. Suppose you are looking for an article on traditional Romanian cooking techniques. You will usually start using a search engine XE "Search engine"  (like [Google XE "Google: Google" ], [Yahoo XE "Yahoo" ], [Altavista], [Excite]), but then you must see which of its results are really the pages you are looking for. Most of the actual search engines return authorities first, which are pages containing valuable information pointed to by many hubs. So a hub is pointing towards many authorities and an authority XE "Authority"  is pointing towards many hubs. Coming back to our scenario, these search engine results are sometimes very good (exactly the article you were looking for), and sometimes quite away from your interests. For this second case, one may try to use hubs. Hubs are usually one or more topic-oriented and try to gather links towards as many (good) pages on the specific issue as possible.
The Algorithm

The algorithm starts with a set R of pages with high pagerank XE "Pagerank"  (as if it were computed by a search engine XE "Search engine" ). Then, this set is firstly extended using the following method (later in this paper we shall call it The Kleinberg XE "Kleinberg"  XE "John Kleinberg"  Extension XE "The Kleinberg extension" ):
Let S = R

For each page p in R do


Let +(p) denote the set of all pages p points to.


Let  --(p) denote the set of all pages pointing to p.


Add all pages in +(p) to S


If  | -(p)| <= d  Then



Add all pages in  -(p) to S

Else 



Add an arbitrary set of d pages from  -(p) to S

End For

Return S
In the original paper the extension is applied using a starting set with 200 pages and the d value equal to 50. It is necessary to limit the number of added pages that point to a page p, because there can be thousands of them. For example, there are currently about 661,000 pages pointing to WWW" www.yahoo.com
 and about 252,000 pages pointing to www.google.com. 
After the targeted set of pages is generated, the hubs and authorities score are computed. Two weights are defined for each page p:
· An authority XE "Authority"  weight XE "Authority weight"  x<p>
· A hub XE "Hub"  weight XE "Hub weight"  y<p>
If p points to many pages with large x-values, then it should receive a large y-value; and if p is pointed to by many pages with large y-values, then it should receive a large x-value. This motivates the definition of two operations on the weights, which we denote by I and O. Given weights {x<p>} and {y<p>} the I operation updates the x-weights as follows:
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Here we considered E to be the set of existing links. The x-value of page p is the sum of all y-values of pages q pointing to p.
Analogously, the O operation updates the y-weights as follows:
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The y-value of page p is the sum of all x-values of pages q pointed to by p. The I and O operations practically mean that the hubs and authorities are reinforcing one another. The computation of hubs and authorities is now a simple iteration on these formulas, like below:

Initialize x0 and y0 with (1,1,1,…,1) in R n, where n is the number of pages.
Given a k number of steps, apply the following computation k times:


Apply the I operation to (xi-1, yi-1) obtaining xi’

Apply the O operation to ( xi’, yi-1) obtaining yi’

Normalize xi’ obtaining xi

Normalize yi’ obtaining yi
End

Return (xk, yk) as the authority XE "Authority"  and hub XE "Hub"  scores required.

Of course, this algorithm can further be used to filter the top c authorities and hubs, starting from a base set of pages. The algorithm proposed in [Kleinberg1997] for this purpose is described below:

Let  be a collection of pages

Let k and c be some natural numbers


Run the previous iterative algorithm on   to compute (xk, yk) 


Report the pages with c largest coordinates in xk as authorities


Report the pages with c largest coordinates in yk as hubs
3.3. The Google XE "Google: Google"  Pagerank Algorithm

PageRank XE "Pagerank"  is a topic much discussed by Search Engine Optimization XE "Search Engine Optimization"  (SEO) experts. At the heart of PageRank we always find one or more mathematical formulas.
How is PageRank XE "Pagerank"  Used?

PageRank XE "Pagerank"  is one of the methods Google XE "Google: Google"  uses to determine a page’s relevance or importance. It is only one part of the story when it comes to the Google listing, and the other aspects will be presented below. PageRank is also displayed on the toolbar of your browser if you have installed the Google toolbar XE "Google: Google Toolbar"  (http://toolbar.google.com/). Still, the Toolbar PageRank only goes from 0 – 10 and seems to be something like a logarithmic scale:

	Toolbar PageRank XE "Pagerank" 
(log base 10)
	Real PageRank XE "Pagerank" 

	0

	0 - 10


	1

	100 - 1,000


	2

	1,000 - 10,000


	3

	10,000 - 100,000


	4

	and so on...



	


We cannot know the exact details of the scale because the maximum PageRank XE "Pagerank"  of all pages on the Web XE "Web: Web"  changes every month when Google XE "Google: Google"  does its re-indexing. Also the toolbar sometimes guesses. The toolbar often shows a Toolbar PageRank for pages just uploaded and which cannot possibly be in the index XE "Index"  yet.

What is happening is that the toolbar looks at the URL XE "URL"  of the page the browser it is displaying and strips off everything down the last “/” (i.e. it goes to the “parent” page in URL terms). If Google XE "Google: Google"  has a Toolbar PageRank XE "Pagerank"  for that parent then it subtracts 1 and shows that as the Toolbar PageRank for this page. If there is no PageRank for the parent it goes to the parent’s parent page, but subtracting 2, and so on all the way up to the root of the site.  If it cannot find a Toolbar PageRank to display in this way, that is if it does not find a page with a real calculated PageRank, then the bar is grayed out. Note that if the toolbar is guessing in this way, the actual PageRank of the page is 0, although its PageRank will be calculated shortly after the Google spider XE "Crawler: Spider"  first sees it.

Google XE "Google: Google"  PageRank XE "Pagerank"  says nothing about the content or size of a page, the language it is written in, or the text used in the anchor of a link.
Before going deeper into an analyze of pagerank XE "Pagerank" , let us define the following terms, which will also be used in further sections of the paper.
Forward Link
- If page A links out to page B, then page A has a forward link XE "Forward link"  to page B.

Backlink
- If page A links out to page B, then page B has a backlink to page A.

What is PageRank XE "Pagerank" ?

In short PageRank XE "Pagerank"  is a “vote”, by all the other pages on the Web XE "Web: Web" , about how important a page is. A link to a page counts as a vote of support. If there is no link towards a page, there is no support (but it is an abstention from voting rather than a vote against the page). 

Quoting from the original Google XE "Google: Google"  paper, PageRank XE "Pagerank"  is defined like this:

We assume page A has pages T1...Tn which point to it (i.e., are citations). The parameter d is a dumping factor XE "Dumping factor"  which can be set between 0 and 1. We usually set d to 0.85. There are more details about d in the next section. Also C(A) is defined as the number of links going out of page A. The PageRank XE "Pagerank"  of a page A is given as follows: 

PR(A) = (1-d) + d (PR(T1)/C(T1) + ... + PR(Tn)/C(Tn)) 

Note that the PageRanks form a probability distribution over web pages, so the sum of all web pages' PageRanks will be one.

PageRank XE "Pagerank"  or PR(A) can be calculated using a simple iterative algorithm, and corresponds to the principal eigenvector of the normalized link matrix of the Web XE "Web: Web" .

How is PageRank XE "Pagerank"  Calculated?

This is where it gets tricky. The PageRank XE "Pagerank"  of each page depends on the PageRank of the pages pointing to it. But we will not know what PageRank those pages have until the pages pointing to them have their PR calculated and so on… And when you consider that page links can form circles it seems impossible to do this calculation.
The initial solution of Google XE "Google: Google"  authors was to compute the first eigenvector of the adjacency matrix of the Web XE "Web: Web"  graph. This raised some other problems, like how to store such a huge matrix, or how to compute the eigenvector in a reasonable amount of time. Google authors did not present a solution to this, but a lot of research in this direction followed.

As algorithm for this computation, a Jacobian-like algorithm called The Power Method was chosen. It is described in the following figure:

[image: image63.png]



It supposes that A is the normalized adjacency matrix of the Web XE "Web: Web"  graph and x is the pagerank XE "Pagerank"  vector XE "Vector"  we are calculating (the first eigenvector of the matrix). The idea was to start with a random solution (say, a vector with all components equal to 1) and to iterate the multiplication of A with x until x is almost equal to A times x (this is practically the condition a vector must fulfill in order to be eigenvector of a matrix).
This algorithm worked well, but experimentally some problems appeared:

a) Dead ends XE "Dead ends" . A page that has no successors has nowhere to send its importance. Eventually, this page will induce a 0 pagerank XE "Pagerank"  to many pages that forward link XE "Forward link"  to it.

b) Spider traps XE "Spider traps" . A group of pages that has no outgoing links will eventually accumulate all the importance of the Web XE "Web: Web" . While their pagerank XE "Pagerank"  will increase at each iteration, the pagerank of the other pages will be almost constant.

This is why the dumping factor XE "Dumping factor"  was added to the algorithm. The Jacobian iteration was modified from:
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to:
In this formula, c is a constant (the dumping factor XE "Dumping factor" ) and e is a vector XE "Vector"  with all components equal to 1 at each iteration. The reasoning behind this formula is called The Random Surfer Model. It states that an imaginary random surfer XE "Random surfer"  will choose an outgoing link of the current page with probability c, or will get bored and choose another random page with probability (1 – c). The e vector is called personalization XE "Personalization"  vector XE "Personalization vector" , because it can be used to direct the random surfer only to some preferred pages (if the fields corresponding to them will be 1 and all the other fields will be 0, instead of having all fields equal to 1). The value of the dumping factor is usually set to 0.80 or 0.85. I used the latter one in my experiments (except for the new modified pagerank XE "Pagerank"  algorithm for computing hub XE "Hub" /authority XE "Authority"  scores, HubRank XE "The HubRankTM Algorithm" , which will be discussed later on).
Convergence Proof for Pagerank

Although the Google XE "Google: Google"  authors did not prove the convergence of their algorithm, I think a proof would be necessary.

Let us first state that the normalized adjacency matrix of the Web XE "Web: Web"  graph is a Markov matrix XE "Markov matrix" . A Markov matrix is the transition matrix for a finite Markov chain XE "Markov chain" , also called a stochastic matrix XE "Stochastic Matrix" . Elements of the matrix must be real numbers in the closed interval [0, 1]. 

A completely independent type of stochastic matrix XE "Stochastic Matrix"  is defined as a square matrix with entries in a field F such that the sum of elements in each column equals 1. This is the case for our normalized adjacency matrix. Taking a simple example, let us say that there are two non-singular 2x2 stochastic matrices over Z2 (i.e., the integers mod 2), 
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As another example, there are six non-singular stochastic 2x2 matrices over Z3, 

The intuition behind the convergence of the power method is as follows. For simplicity, assume that the start vector XE "Vector"  x(0) lies in the subspace spanned by the eigenvectors of A. Then x(0) can be written as a linear combination of the eigenvectors of A:


x(0) = u1 + a2u2 + … +  amum
Since the first eigenvalue of a Markov matrix XE "Markov matrix"  is (1 = 1, we have:


x(1) = Ax(0) = u1 + a2(2u2 + … +  am (mum
and:


x(n) = Anx(0) = u1 + a2((2)nu2 + … +  am((m)num
Since (m < … < (2 < 1, Anx(0) approaches u1 as n grows large. 

Therefore, the Power Method converges to the principal eigenvector of the Markov matrix XE "Markov matrix"  A.

Theorem 1. Let P be an n × n row-stochastic matrix XE "Stochastic Matrix" . Let c be a real number such that 0 < c < 1. Let E be the n × n rank-one row-stochastic matrix E = evT, where e is the n-vector XE "Vector"  whose elements are all equal to 1, and v is an n-vector that represents a probability distribution.

Define the matrix A = [cP + (1 - c)E]T . Its second eigenvalue is |(2| <= c.

Theorem 2. Further, if P has at least two irreducible closed subsets (which is the case for the Web XE "Web: Web"  hyperlink XE "Hyperlink"  matrix), then the second eigenvalue of A is given by (2 = c.

A proof of these theorems can be found in [Have2003].
Convergence speed of PageRank XE "Pagerank" . The PageRank algorithm uses the power method to compute the principal eigenvector of A. The rate of convergence of the power method is given by |(2/(1|. For PageRank, the typical value of c has been given as 0.85; for this value of c, theorem 2 thus implies that the convergence rate of the power method |(2/(1| for any web link matrix A is 0.85 (note that the first eigenvalue for a Markov Matrix is always 1). Therefore, the convergence rate of PageRank will be fast, even as the web scales.

Pagerank Examples
Finally, let us discover some diagrams with very small Web XE "Web: Web" -like graphs and the computed un-normalized pageranks for the pages they contain.
a) Example 1:
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b) Example 2:
[image: image7.png]Page &
149

Average PR: 1.000

Page C
158

| PaeB

078

Page D
0.15




c) Example 3:
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Chapter 4. Analyzing Previous Work.

4.1. Foreword

As stated before, recent research on pagerank XE "Pagerank"  has focused mainly on search personalization XE "Personalization"  and improving search speed. In this chapter I shall present some of the most important papers in this area and the way the formerly developed algorithms (ideas) were used in my research.

Many authors also focused on developing new algorithms for computing hub XE "Hub"  and authority XE "Authority"  scores for pages. My main focus is to find algorithms that provide a better input for the personalized Web XE "Web: Web"  search algorithm presented in [Widom2002b]. The input for this algorithm is mainly represented by a list of hubs, the more important they are, the better. This induced the idea of going towards existing hub and authority computation algorithms. These are also presented in this chapter. Finally, I developed a brand new algorithm for computing such scores, but this will presented in Chapter 5. 

4.2. Personalized Web XE "Web: Web"  Search

4.2.1. Scaling Personalized Web XE "Web: Web"  Search

Introduction

The most important paper on this issue is [Widom2002b]. It is the foundation of my research. The basic idea behind their algorithm is that while the pagerank XE "Pagerank"  score r(p) reflects a “democratic” importance that has no preference for any particular pages, in reality a user may have a set P of preferred pages (such as his bookmarks). Referring to the random surfer XE "Random surfer"  model (see also section 3.3) one might say that the surfer would continue forth along an out-going hyperlink XE "Hyperlink"  with a probability c and would choose a random page from the set P with a probability (1 - c). The resulting distribution is represented as a personalized pagerank vector XE "Personalized pagerank vector"  (PPV), personalized on the set P. Informally, a PPV is a personalized view of the importance of pages on the Web XE "Web: Web"  and it has the length n, where n is the number of pages on the Web.
The authors present two approaches to computing PPVs. The first is simply based on several algorithms to fully calculate the values in the PPV XE "Personalized pagerank vector"  and store them entirely off-line. But this cannot be sufficient, because there are many users on the WWW XE "WWW"  and it is impossible to store off-line one PPV for each user. Another solution was to take shape. This is based on parts of the PPVs (called shared vectors) that are common to many users and are practical to store off-line. The rest of the PPVs will be computed quickly at query time. These parts will be later called hubs skeleton XE "Widom: Hubs skeleton"  and partial vectors XE "Widom: Partial vectors" , respectively. The preference set P is restricted to a subset of a set of hub XE "Hub"  pages H, all having a high pagerank XE "Pagerank" . One focus of my research is extending the preference set P to any set S from the WWW. This will also induce some further modifications in the original way of handling input sets.
Mathematical Preliminaries

Before going to the practical algorithms of computing personalized pagerank XE "Pagerank" , we should see what happens in the theoretical view. Let us proceed with the following theorem.

Theorem (Linearity). For any preference vectors u1 and u2, if v1 and v2 are the two corresponding PPVs, then for any constants 1, 2 > 0 such that 1 + 2 = 1, we have:




1v1 + 2v2 = (1 – c) A (1v1 + 2v2) + c (1v1 + 2v2)

Let x1,…,xn be the unit vectors in each dimension, so that for each i, xi has the value 1 at entry i and 0 everywhere else. Let ri be the PPV XE "Personalized pagerank vector"  corresponding to xi. Each basis vector XE "Widom: Basis vector"  ri gives the distribution of random surfer XE "Random surfer" s under the model that at each step, surfers teleport back to page i with probability c. Note that the global pagerank XE "Pagerank"  vector XE "Vector"  is equal to (1/n) * (r1 + … + rn), the average of every page’s view.
An arbitrary personalization XE "Personalization"  vector XE "Personalization vector"  u can be written as a weighted sum of the unit vectors xi:
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By the Linearity Theorem, we obtain:
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, the corresponding PPV XE "Personalized pagerank vector"  expressed as a linear combination of basis vector XE "Widom: Basis vector" s ri.
Let us now define a basis hub XE "Hub"  vector XE "Vector"  (or hereafter hub vector) as the basis vector XE "Widom: Basis vector"  for a page
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. If such a vector is computed and stored for all the pages in H, then any PPV XE "Personalized pagerank vector"  corresponding to a preference set P of size k can be computed by adding up the k corresponding hub vectors rp with the appropriate weights p.
Basis vectors must be decomposed into partial vectors XE "Widom: Partial vectors"  and the hubs skeleton XE "Widom: Hubs skeleton" . One partial vector XE "Vector"  for each hub XE "Hub"  page p is computed. It essentially encodes the part of the hub vector rp unique to p, so that components shared among hub vectors are not computed and stored redundantly. The complement to the partial vectors is the hubs skeleton, which succinctly captures the interrelationships among hub vectors. It is the “blueprint” by which partial vectors are assembled to form a hub vector.
For two pages p and q, the inverse P-distance XE "Inverse P-distance"  rp’(q) from p to q is defined as:
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where the summation is taken over all tours t (paths that may also contain cycles) starting at p and ending at q, possibly visiting p or q multiple times. For a tour t = <w1, …, wk> the length l(t) is k – 1, the number of edges in t. The term P[t], which should be interpreted as “the probability of travelling t” is defined as 
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, or 1 if l(t) = 0. If there is no tour from p to q, the summation is taken to be 0. Note that rp’(q) measures distances inversely: it is higher for nodes q closer to p. Also rp’(q) = rp(q) fact proved in the appendix of the paper.
Moreover, we can restrict the inverse P-distance XE "Inverse P-distance"  to tours which pass through some page h from H. The formula becomes:
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For well-chosen sets H (find more details in the original paper), rp(q) - rpH(q) = 0 for many pages p and q. Therefore, rp can be written as:




rp = (rp - rpH) + rpH
Theorem (Hubs). For any page p,
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This theorem helps us computing the last term of the previous equation using partial vectors XE "Widom: Partial vectors"  (rp - rpH). A proof can be found in the appendix D of the [Widom2002b] paper.
Basic Algorithms for Computing Basis Vectors
Three iterative fixed-point computations that maintain a set of intermediate results (Dk [*], Ek [*]) are presented. Dk [p] is a lower approximation of rp at iteration k, and Ek [p] represents the error components. Therefore:



[image: image16.wmf]å

=

+

q

p

q

k

k

r

r

q

p

E

p

D

*

)

](

[

]

[


In the first step, D0 [p] = 0 and E0 [p] = xp, so the approximation is initially 0 and the error is rp.
The algorithms are based on the following formulas:

a) Basic Dynamic Programming Algorithm XE "Widom: Dynamic Programming Algorithm" 
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b) Selective Expansion Algorithm XE "Widom: Selective Expansion Algorithm" 
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The set Qk(p) can be either V, the set of all pages in the WWW XE "WWW" , or a subset of V.
c) Repeated Squaring Algorithm XE "Widom: Repeated Squaring Algorithm" 
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Decomposition Algorithms for Computing Basis Vectors

Finally, I shall present the general algorithm for computing Personalized Pagerank Vectors. Let us proceed.
Step 1. We shall first compute the partial vectors XE "Widom: Partial vectors" , using a specialization of the Selective Expansion algorithm, such as Q0(p) = V and Qk(p) = V – H, for k > 0 and for all p from V. Under this choice, Dk[p] + c * Ek[p] will converge to (rp – rpH), as seen in the appendix H of [Widom2002b]. 

Step 2. At the second step, the hubs skeleton XE "Widom: Hubs skeleton"  must be computed. For that, a specialization of the Repeated Squaring algorithm is used, taking the intermediate results from step 1 as input and taking Qk(p) = H for all successive iterations. This will converge to rp(H).
Step 3. Let u = 1p1 +…+ zpz be a preference vector XE "Vector" , where pi is from H and i is between 1 and z. Let Q be a subset of H or H itself and let:
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which can be computed from the hubs skeleton XE "Widom: Hubs skeleton" .

Step 4. The PPV XE "Personalized pagerank vector"  v for u can be constructed as:
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4.2.2. Topic-Sensitive Pagerank

Another important paper is [Have2002]. It starts by computing offline a set of 16 pagerank XE "Pagerank"  vectors oriented on the 16 main topics of the Open Directory Project XE "Open Directory Project"  (ODP). This way, importance scores relative to topics are given. As a further artifact, artificial links may be introduced in the Web XE "Web: Web"  graph to further focus towards one or another topic. 

Two search scenarios are imagined:  normal search, search in context (a text from a Web XE "Web: Web"  page, e-mail, etc.). Vectors with number of occurrences of the terms in each class are computed and used to compute for a query q the class probabilities of each of the 16 top-level topics.
Furthermore, in place of the uniform dumping vector XE "Vector"  from the PR algorithm p = [1 / N], the author uses a non uniform dumping vector vj for category j, where vji is:
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Also an unbiased vector XE "Vector"  is computed for comparison. Finally the 16 page ranks are combined into one using the different class probabilities (depending on each user’s query).
The experimental results of the execution of this algorithm show a 60% improved precision XE "Precision"  on Google XE "Google: Google"  pagerank XE "Pagerank"  for each topic searched.
4.2.3. SimRank XE "The SimRank Algorithm"  XE "SimRank" : A Measure of Structural Context Similarity

Introduction

In [Widom2002a] the authors are computing a node-pairs graph G2 with SimRank XE "The SimRank Algorithm"  XE "SimRank"  similarity scores, starting from a graph G. SimRank is defined based on the theory that two objects are similar if they are referenced by similar objects. Such a graph would look like in the figure below:
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In the left side we have the initial graph G (which can be any – Web XE "Web: Web"  – graph), and in the right side there is the corresponding computed node-pairs graph (G2).
There are several possible similarity formulas presented in the paper. The graph above was computed using s(a, b) as 1 if a = b and otherwise:
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However, our interest went towards those formulas where Web XE "Web: Web"  links could be exploited, like in these:
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Here, two similarity scores are computed, one for out-going links and one for in-going links. By O(a) and I(a) are denoted the sets of pages pointed to by page a and respectively pointing to a. C, C1 and C2 are constants set to 0.800 in the original experiments and they represent degeneration factor XE "Degeneration factor" s (how much a similarity between two pages is degenerated by the distance between them). 
These formulas represent generalizations of the bi-partite SimRank XE "The SimRank Algorithm"  XE "SimRank"  formulas for the Web XE "Web: Web" . The first score is a hub XE "Hub"  similarity XE "Hub Similarity"  score, while the second is an authority XE "Authority"  similarity one.
The node-pairs graph can be used to compute similarities between either Web XE "Web: Web"  pages (using links) or between scientific papers (using citations), etc.
Computing SimRank XE "The SimRank Algorithm"  XE "SimRank" 
I computed the SimRank XE "The SimRank Algorithm"  XE "SimRank"  scores using the two formulas presented above. The initial approximation was set to:
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Nodes far from a node v, whose neighborhood has little overlap with that of v, will tend to have lower similarity scores with v than nodes near v. In order to increase the computation speed, a pruning technique to set the similarity between two nodes far apart to be 0 was proposed. 

Mainly, the formulas will converge fast, after 4 or 5 iterations and the radius to be considered around each point is 2 or 3. More details about my implementation can be found in Chapter 6.
4.2.4. Other Articles

[Bharat2001] attempts to find the documents related to the topic of the query (not only those that conform precisely to the query match). Techniques for tackling scenarios like “Mutually reinforcing relationships between hosts” (a set of documents on one host points to one document on a second host, or a document on one host points to many documents from a second host), “Automatically generated links” and “Non-relevant documents” are also presented. The authors compute the relevance for the starting Web XE "Web: Web"  nodes (their similarity score) using a subset of the first 1000 words of each document D considered to be the query, and then the coefficient similarity (Q, D). They modify the Kleinberg XE "John Kleinberg"  algorithm to consider also the relevance of a node, together with its hub XE "Hub"  and authority XE "Authority"  value. The algorithm has high computation time. A solution for that is the pruning of some documents from the computation. Two approaches are tested: Degree based pruning (based on the in_degree and out_degree of the nodes) and Iterative pruning (after each sequence of 10 iterations of the modified Kleinberg algorithm, fetch the most relevant documents until an allotted quota of documents has been fetched or enough top ranked documents have been found). This work is partly similar to mine, but we will see later that for example pruning after 10 Kleinberg iterations means far too much computation time. Also, I analyzed many pruning criteria later in this paper, as well as I added a new ranking algorithm which can also be used as ranking criterion.
[Popescu2001] presumes that users are interested in a set of latent topics which in turn generate both items and item content information. Model parameters are learned using expectation maximization XE "Expectation maximization" , so the relative contributions of collaborative and content-based data are determined in a statistical manner. Users, together with the documents they access form observations. These observations are associated to topics. After the model is learned, documents can be ranked for a given user (how likely it is that the user will access the corresponding document). Documents not seen and with high probability are good candidates for recommendation. The model is then extended to consider the document words (content) when calculating the above mentioned probability. The scarcity of the co-occurrence data matrix can be reduced using the similarity between items (if user u accessed document di and there is a similarity s between di and dj, we can consider that the user accessed document dj with the probability s, even though the system does not know it). This way, the density of the matrix is effectively increased. Another approach to reduce the sparsity is creating observations (user u, word w), thus drastically reducing the sparsity because many words are contained in multiple documents. This approach gave the best recommendations. Only with one of these two density augmentation methods is the algorithm effective. Therefore, incorporating content in a collaborative filtering system seems to increase the flexibility and quality of the recommender. The algorithm reaches only a local maximum of the training data log-likelihood, so multiple restarts are needed for higher quality.

[Guha] presents Open Rating Systems and the problems they arise: aggregation (the ratings of many sources must be aggregated into one ranking), and meta-ranking (the ratings may be serious or may have a poor quality; consequently, the ratings must also be ranked). The rating agents should also be rated by other agents. Two goals are proposed: rating (complete the agents-resources rating schema, that is if Jane did not rate resource j, predict what her rating will be) and ranking (resources can be ranked from a global perspective and from the perspective of a given agent). The web graph G is defined as containing agents and objects as nodes and arcs from agents to agents when the former agent trusts the latter and from agents to objects when the agent has rated the object positively. Then, the Brin XE "Sergey Brin"  pagerank XE "Pagerank"  algorithm is applied to G. The negative ratings are considered afterwards by subtracting a value depending on them. Therefore, the rating of a page can be negative in the end. While the trust semantic for prediction seem to work (e.g. if Fred likes page i, and Jane likes Fred, but has not rated page i, then there is a big probability that Jane likes page i), the distrust semantic is proven incorrect. Furthermore, the distrust semantic is stated as an agent must be able to deny some ratings (e.g. When Jane likes Fred and Fred likes Joe, but Jane does not like Joe – unlikely, but possible – she may be influenced by Joe’s preferences). Another proposed algorithm is to compute separately Trust Ranks and Distrust Ranks and then combine them in several modes. For augmenting the web of trust, an agent may believe the opinions of one or more globally trusted agents. Such a rating based search-engine is the Romanian Top 100 (WWW" www.top100.ro
). Simpler algorithms seem to be behind it, though. More complex such web sites are [Amazon], [Slashdot], and [Epinions] (this last one is also analyzed in the [Guha] article).

Finally, [Bharat2001b] is focusing on computing a query specific sub-graph of WWW XE "WWW"  (ignoring pages not on the topic), and computing the page scores only for that sub-graph. The limitation is obvious: only popular topics can be covered because the ranking cannot be done in real time. The main algorithm proposed in the paper, called hilltop XE "Hilltop" , has this same limitation. When computing the response to a query, a list of the most relevant experts on the query topic is first created (pages created with the specific purpose of directing people towards resources). Then, the relevant links within the selected set of experts are identified and followed, and finally the resulting pages are ranked using the number and relevance of the non-affiliated experts pointing to them. If such experts are not available, no results are returned. An expert page is a page about a certain topic and with links to many non-affiliated pages on that topic. Two pages are non-affiliated if they are authored by authors from non-affiliated organizations. The authors started with the AltaVista’s index XE "Index"  of experts. First, given an input query, the expert pages are ranked. Then, the links that have all the query terms associated with them are followed. A subset of their targets are selected and ranked combining the scores of the experts pointing to the target. Host affiliation is detected using at least one of the following: share the first three octets of the IP address, or the right-most non-generic token in the hostname is the same. Also the affiliation is considered to be transitive. A page with the out-degree greater than a threshold k and which points to at least k non-affiliated hosts is considered an expert. The experts are indexed using only the key-phrases within (the text from the title, anchors and headings). The algorithm used to rank the experts and the target pages is also presented. The results of the algorithm are similar to the Brin XE "Sergey Brin"  algorithm (but yet again the former is limited to a number of popular topics).

4.3. Analyzing the Link Structure of the W W W
4.3.1. Authoritative Sources in a Hyperlinked Environment

[Kleinberg1997] is the most known article on the issue of computing hub XE "Hub"  and authority XE "Authority"  scores for Web XE "Web: Web"  pages in a community or in the entire World Wide Web. Most of the articles compare their results to the results obtained using this algorithm. You can find more details about it in Section 3.2.
4.3.2. The Stochastic Approach for Link Structure Analysis

Introduction

 [Lempel2000] starts by analyzing the existing algorithms for computing hub XE "Hub"  and authority XE "Authority"  scores. All these algorithms are said to be based on a Mutual Reinforcement approach. A meta-algorithm for computing these scores using the link structure analysis is afterwards presented, and it looks like this:
a) Given a topic t, construct a site-collection C which should contain many t-hubs and t-authorities, but should not contain many hubs or authorities for any other topic t’. Let |C| = n.

b) Derive from C and the link structure induced by it, two n x n association matrices: a hub XE "Hub"  matrix H and an authority XE "Authority"  matrix A. These two matrices (H and A, called hereafter M for simplification issues) will always have an unique real positive eigenvalue of multiplicity 1, such that for any other eigenvalue ’ of M, (M) > |’(M)|. Denote by (unique) unit eigenvector which corresponds to (M) whose first non-zero coordinate is positive. Then v will actually be a positive vector XE "Vector"  and will be referred to as the principal eigenvector of M.
c) For some user-define integer k < n, the k sites that correspond to the largest coordinates of v will form the principal algebraic community of authorities in C. The principal algebraic community of hubs in C is defined similarly.

Computing SALSA XE "SALSA Algorithm" 
The newly proposed algorithm is called SALSA XE "SALSA Algorithm" . Its scores will be computed on the infrastructure of the bi-partite graph XE "Bi-partite graph"  
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· Vh = {sh | s is from C and out-degree(s) > 0}
· Va = {sa | s is from C and in-degree(s) > 0}

· E = {(sh, ra) | s ( r is in C}

The hub XE "Hub"  matrix 
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Analogously, the authority XE "Authority"  matrix 
[image: image30.wmf]A

~

 is defined as:



[image: image31.png]1 1
deg(iz) ~ deglks)




Following the framework of the meta-algorithm, the principal community of hubs (authorities) found by the SALSA XE "SALSA Algorithm"  algorithm will be composed of the k sites having the highest entries in the principal eigenvector of 
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) for some user-defined k.

Alternative Implementation of SALSA XE "SALSA Algorithm" 
Alternatively, the matrices 
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 can be defined as in the next lines. Let W be the adjacency matrix of the directed graph defined by C and its link structure. Denote by Wr the matrix which results by dividing each non-zero entry of W by the sum of entries in its row (normalization on rows), and by Wc the matrix which results by dividing each non-zero element in W by the sum of entries in its column (normalization on columns). Then, 
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 consists of the non-zero rows and columns of WrWcT, and similarly 
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 consists of the non-zero rows and columns of WcTWr. The rows and columns which consist entirely of zero values must be ignored because by definition all nodes from 
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 have at least one incident edge.
Similarly, HITS XE "HITS Algorithm"  can be computed defining H as (W * WT) and A as (WT * W). In the final step, their principal eigenvectors must also be computed, and they will represent the resulting hub XE "Hub"  / authority XE "Authority"  scores.
4.3.3. Stable Algorithms for Link Analysis

Introduction

 [Ng2001] proposes two more algorithms for computing hub XE "Hub"  and authority XE "Authority"  scores, called Randomized HITS XE "Randomized HITS Algorithm"  and Subspace HITS XE "HITS Algorithm"  XE "Subspace HITS" . While only the first one was interesting to our research, I shall present both of them here in this section.
Randomized HITS XE "Randomized HITS Algorithm"  XE "HITS Algorithm" 
Randomized HITS XE "Randomized HITS Algorithm"  seems very much like a combination between Google XE "Google: Google"  Pagerank and HITS XE "HITS Algorithm" . It computes two vectors, one for hub XE "Hub"  scores and one for authority XE "Authority"  scores, like HITS. On the other hand, it is based on a fixed point iteration which is very similar to the one of Google pagerank XE "Pagerank" . The formulas used are presented below:
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The variables have the following meaning:
· a and h are the authority XE "Authority"  and hub XE "Hub"  scores vectors

· A is the adjacency matrix of the Web XE "Web: Web"  graph (with all its entries equal to 0 or 1, just like in a normal graph), Arow is the matrix A normalized on rows and Acol is the matrix A normalized on columns

·  is the dumping factor XE "Dumping factor" , practically equal to (1 – c).

Furthermore, we can discover a seriously increased stability of these formulas against the base formulas from the HITS XE "HITS Algorithm"  algorithm. On the other hand, as we shall see later, Randomized HITS XE "Randomized HITS Algorithm"  ranks are pretty different from HITS ranks, even though they should compute the same thing.
Subspace HITS XE "HITS Algorithm"  XE "Subspace HITS" 
Subspace HITS XE "HITS Algorithm"  XE "Subspace HITS"  is based on the idea that sometimes individual eigenvectors of a matrix may not be stable, while the subspaces spanned by these eigenvectors are. More generally, if the eigengap between the k and (k+1)st eigenvalues is large, then the subspace spanned by the first k eigenvectors will be stable. Thus, one might consider instead of using individual eigenvectors, to treat them as a basis for a subspace to obtain authority XE "Authority"  scores. 
Let us consider a function f(.) to be monotonically increasing and the following procedure for computing authority XE "Authority"  scores:

1) Find the first k eigenvectors S = ATA (or S = AAT if we want to compute hub XE "Hub"  scores) and their corresponding eigenvalues k.

2) Let ej be the j-basis vector XE "Widom: Basis vector" . Calculate the authority XE "Authority"  scores 
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. This is the square of the length of the projection of ej onto the subspace spanned by x1, …, xk, where the projection in the xi direction is weighted by f(i).

There are many choices for f. If we take f() = 1 when max and f() = 0 otherwise, we get back to the original HITS XE "HITS Algorithm"  algorithm. If we take k =n and f() =  then we get to simple citation counting. Furthermore, if we take f() = 1 then the authority XE "Authority"  weight XE "Authority weight"  of a page becomes 
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 and the authority weights will depend only on the subspace spanned by the k eigenvectors and not on the eigenvectors themselves. More specifically, for k =n, we have the following theorem.

Theorem (Stability). Let a function f be Lipschitz continuous with Lipschitz constant L and let k = n in the scenario above. Let the co-citation matrix be perturbed according to S’ = S + E where E is symmetric and ||E|| = . Then the change in the vector XE "Vector"  of authority XE "Authority"  scores is bounded as follows:
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While this second algorithm needs much more computation effort and resources, their results are quite similar, reason which induced the decision of implementing only Randomized HITS XE "Randomized HITS Algorithm"  XE "HITS Algorithm"  in my research.
4.3.4. Other Articles

[Chien2001] provides incremental updates to the pagerank XE "Pagerank"  vector XE "Vector" , once it has been calculated. They identify a small portion of the Web XE "Web: Web"  in the vicinity of the link changes and consider the rest of the Web as a single node. Then, computes a version of pagerank on this small graph and transfers the results to the original one. The authors define the transition probabilities from the small graph G to/from the super-node W\G (where W is the web graph). The graph G is build considering the pages whose pagerank is likely to be changed by the insertion of a link (i, j).  Assign the weight 1 to page i and dissipate it through its children, i.e. all children will have the weight of (1-e)di, where di is the out-degree of i and e is the pagerank dumping factor XE "Dumping factor" . The chosen nodes must exceed a given weight. If more links are added/ deleted, a BFS is performed around them and then the weighting method is applied. The small graph G will be the union of the nodes discovered in this process. 

[Arasu2002] analyses the Brin XE "Sergey Brin"  pagerank XE "Pagerank"  algorithm and two proposed improvements. The authors start from the equation x = aAx + (1-a)e, where A is the Web XE "Web: Web"  graph matrix, a is the dumping factor XE "Dumping factor"  and e is the personalization XE "Personalization"  vector XE "Personalization vector" . The first improvement modifies the above equation into (I-aA)x = (1-a)e. At this point, instead of using the Jacobi iteration, a similar but faster convergent Gauss-Seidel based solution is proposed. Furthermore, the latter equation can be decomposed into a sequence of smaller problems, which take fewer iterations individually to converge. 

[Flake2002] defines a Web XE "Web: Web"  community as a collection of Web pages such that each member page has more hyperlinks XE "Hyperlink"  within the community then outside the community. The problem is re-cast into a maximum flow framework which analyses the flow between graph vertices. The source vertex is represented by one or more seed sites. Two versions of the algorithm are given: an exact-flow version and an approximate-flow one.
The exact-flow version returns a set of pages that obeys surely the definition of a community (always find a bottleneck from the source to the sink). It first augments the graph in three steps: an artificial source s is added with infinite capacity edges routed to all seed vertices in S; each preexisting edge is made bidirectional and rescaled to a constant value k; all vertices except the source, sink and seed vertices are routed to an artificial sink with unit capacity. All vertices accessible from s through non-zero positive edges form the desired result. 

The approximate-flow version takes a set of seed Web XE "Web: Web"  sites as input, crawls to a fixed depth including inbound hyperlinks XE "Hyperlink"  as well as outbound hyperlinks, applies the exact-flow algorithm to the induced graph from the crawl XE "Crawler: crawl"  XE "Crawler: Crawl" , ranks the sites in the community by the number of edges each has inside of the community, adds the highest ranked non-seed sites to the seed set, and iterates the procedure. This approach is better when updating the community information (that is, when checking for new members of a community).

The authors also prove experimentally that although only links are taken into consideration, the individual pages within each community are highly topically related.

4.4. Efficient Pagerank Computation

There are many papers on this topic, but because they only have a limited connection to my algorithm, I will present them rather briefly. One can find at least two aspects very investigated by researchers when trying to improve the computation of pagerank XE "Pagerank" . First and most important is the exploitation of the peer-to-peer XE "Peer-to-peer"  structure of the WWW XE "WWW" . Many parallelization approaches have been investigated, but only those focusing on the Strongly Connected Components of the Web XE "Web: Web"  graph have succeeded (Kamvar2003a, Kamvar2003b, Arasu2002). Special algorithms had to be developed to compute the strongly connected components of such a huge graph (currently there are about 3 billion pages in the WWW). The second aspect was improving memory usage, also mandatory because of the algorithm complexity both in time and in space. Although good results were obtained in the area, they lacked computation speed and therefore were considered less interesting.
4.4.1. Exploiting the Block Structure of the Web XE "Web: Web"  for Pagerank

[Kamvar2003b] has discovered that almost 80% of the Web XE "Web: Web"  links are intra-host links. Also, almost 84% of the Web links are intra-domain links. The Web structure apparently consists mainly of nested blocks (pages inside a block are highly interconnected and blocks are loosely connected to each other).
The authors compute a local pagerank XE "Pagerank"  for each host (or for each block), giving the importance of the pages within that host. These local pagerank vectors are then used to form an initial approximation to the global pagerank vector XE "Vector"  of the pagerank algorithm.

When computing the local page ranks inside a block, the links outside that block are ignored. Also, experimentally, it has been proved that the local pagerank XE "Pagerank"  does not differ very much from the global pagerank.

For testing reasons, the authors decided to compute the rank of each block, too, although it is not contained in the general computation.
The advantages of this algorithm are: 

· block structures are small and can be cached (some are crawled less often than others), 

· local pagerank XE "Pagerank"  computations require less I/O operations, 

· the algorithm converges faster both for local pageranks and for global ones, 

· the local pageranks can be computed in a parallel distributed way (and also can be parallelized with the crawl XE "Crawler: crawl"  XE "Crawler: Crawl" , i.e. local pagerank XE "Pagerank"  calculation starts immediately after the block is crawled).

[Kamvar2003b] finally proposes a solution to dramatically reduce the computation time of the personalized pagerank XE "Pagerank" : the random surfer XE "Random surfer" , when it is bored, instead of being able to choose a distribution over pages, it may choose hosts. Thus, the local pagerank vectors will not change for different personalizations. Only the block-rank will.
4.4.2. 
Efficient Computation of Pagerank
[Have1999] starts from the idea that in the future, users will probably define their personalization XE "Personalization"  vector XE "Personalization vector" s and then compute pagerank XE "Pagerank"  locally. The paper explores the improvements to the pagerank algorithm using a block strategy.

The first proposed algorithm uses a binary link file with records containing the source node number, the out-degree, and the destination nodes. Each node is coded using a number and the records are sorted by the source node. Also, there are two vectors of floating point numbers (the pageranks), one for the rank values before an iteration and the other for afterwards. The usual pagerank XE "Pagerank"  algorithm is then applied using these data structures.

The block algorithm follows. The main idea is similar: Dest_Vector = Links_Matrix x Source_Vector. The Dest_Vector is then partitioned in blocks that fit the size of the main memory. Also the Links_Matrix is partitioned using the destination pages as the partitioning key. A node may therefore appear in two buckets (if it has outgoing links towards two different blocks).

Also the author analyses the page ordering induced by the pagerank XE "Pagerank"  algorithm. The pagerank ordering computed in about 10 iterations is very similar to that computed in about 100 iterations. Using the proposed algorithm, the pagerank vector XE "Vector"  can be computed in about one hour on a modestly equipped machine (32 MB of memory).

4.4.3. 
I/O Efficient Techniques for Computing Pagerank
[Chen2002] focuses on a Web XE "Web: Web"  graph significantly larger than the main memory. The first proposed algorithm uses a binary link file with records containing the source node number, the out-degree, and the destination nodes. Each node is coded using a number and the records are sorted by the source node. Also, there are two vectors of floating point numbers (the pageranks), one for the rank values before an iteration and the other for afterwards. The usual pagerank XE "Pagerank"  algorithm is then applied using these data structures (the idea is very similar to what I implemented).

Using the previous idea, another kind of implementation to the Haveliwala algorithm from [Have1999] (computing pageranks partitioning the pagerank XE "Pagerank"  vector XE "Vector"  in blocks) is presented.

A third algorithm uses the idea that an amount of rank value must be sent from the source to the destination of each link. This can be achieved by creating for each link a packet that contains the line number of the destination and the amount of rank value to send to it. Then these packets are sorted by their destinations and the ranks are combined into the destination node. Packets with the same destination can be combined to improve the performance.

The fourth proposed algorithm splits the vector XE "Vector"  into d blocks such that the 4-byte rank values of all nodes in a block fit into memory. Also, it uses three sets of files. A file Li will contain information on all links with source node in block Vi, sorted by destination. Another file Oi will contain the out-degree of all sources from Vi, and the last file Pi is defined as containing all packets of rank values with destination in block Vi. Each iteration has d phases. In a phase, after the values from Vi are initialized, the rank values in the packets from Pi are added to the appropriate entry from Vi. Then, the ranks from Vi are divided by their out-degree using the file Oi. Finally Li is parsed and the total amount of rank to be transmitted to each node is computed and written to a file Pj’ (which will become Pj after the iteration finishes).

The first algorithm needs at least 180 MB of memory to run, but it is the fastest. The other solutions are also analyzed for poorer computational conditions.

4.5. Peer-to-Peer Page Ranking

[Cuenca2002a] speaks about content search and retrieval in peer-to-peer XE "Peer-to-peer"  communities using a new example called PlanetP. While previous communities were organized either with centralized directory servers (which present a single point of failure and limit scalability), or with various flooding algorithms (which usually allow only one name search, perhaps together with a limited number of attributes), PlanetP provides a framework for ad-hoc sets of users to easily set up P2P information sharing communities without requiring support from any centralized server. 
In PlanetP, each user builds an inverted (word-to-document) index XE "Index"  of the documents it wishes to share and diffuses the summary of this index throughout the community. Afterwards, any member can query against such indexes and retrieve information.

In order to retrieve documents for a given query, first the peers are ranked using a weighted sum over all terms in the query of whether a peer contains that term. The weight is given by how useful a term is to differentiate between peers. The authors assume that a user specifies an upper limit of k documents to be returned in response to a query. Then, each peer is contacted in the order of its relevance, and also the relevance of each returned document is computed. After having contacted a number of p peers without contributing to the top k ranked documents, the search is stopped.
In order to test the search results, a very important and common technique is used: precision XE "Precision"  (P) and recall XE "Recall"  (R), which are defined as below:
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Another article presenting PlanetP is [Cuenca2001a], quite similar to the one presented above.
[Cuenca2002b] presents how changes in the structure of the Peer-to-Peer community can be taken into consideration. This way, a new algorithm based on gossiping XE "Gossiping"  is developed. 

The algorithm is an adaptation of a previous algorithm presented in [Demers1997]. It is like that: Suppose x learns of a change to a replicated data structure. Every Tg seconds, x would push this change (called a rumor) to a peer chosen randomly from its directory; the directory is a data structure that describes all peers in the community and is itself replicated everywhere using gossiping XE "Gossiping" . Then, a destination y will piggyback the ids of a small number m of the most recent rumors that y learned about, but is no long actively spreading. This allows x to pull any recent rumor that did not reach it. Peer x stops pushing the rumor after it has contacted n consecutive peers that have already heard the rumor.
Also it is important to note that PlanetP is dynamically adjusting its gossiping XE "Gossiping"  interval Tg. If a peer is not actively pushing any rumors, it slowly raises its Tg, up to some maximum value. When it receives a new rumor, it immediately resets its gossiping interval to the default.

Finally, a more in-depth analysis of the PlanetP Peer-to-Peer community architecture can be found in [Cuenca2001b].
Another in-depth analysis of Peer-to-Peer reputation management can be found in [Kamvar2003c]. There, each peer i is assigned a unique global reputation value that reflects the experiences of all peers in the network with peer i. All peers in the network participate in this computation in a distributed node-symmetric manner. The authors also define the most important issues to address in a Peer-to-Peer system:
1. The system should be self-policing (shared ethics of the user population are defined and enforced by the peers themselves and not by some central authority XE "Authority" ).

2. The system should maintain anonymity of each peer.

3. The system should not assign any profit to newcomers. Reputation should be obtained by consistent good behavior through several transactions (like in [EBay]).

4. The system should have minimal overhead in terms of computation, infrastructure, storage and message complexity.

5. The system should be robust to malicious collectives of peers who know one another and attempt to collectively subvert the system.

The EigenRep system described in the paper also has some disadvantages. For example, one can compute a local reputation value cij of user j in the eyes of user i. This implies that if cij= ckj users j and k have the same importance in the eyes of i, but we cannot say if they are both good, or both bad. Also, in time, some users may get too big reputation values, problem which appeared in other well known Peer-to-Peer systems, like [Gnutella], where some 7% of the peers are responsible for more than 50% of the traffic and other 25% of the peers have almost no traffic at all.
The authors also introduce an a-priori notion of trust. This way, some peers, usually those who entered the network very early, are considered to be trustworthy (malicious peers usually enter a network much later, after it has developed). A new peer which does not know anybody will be able to trust from the very beginning these old peers.

The security aspects are addressed by saving a peer’s reputation somewhere else than at the peer itself, where it would be an easy subject of manipulation. Furthermore, because malicious peers might return wrong results when they are supposed to compute any peer’s value, the trust value of a peer in the network will be computed by more than one peer.

Chapter 5. Pagerank Research.

5.1. Introduction
While the main goal of my research was to improve the Personalized Page Rank algorithm, as a side-effect a lot of research emerged on finding hubs and authorities scores, finding related hubs for some given pages, etc. Two main results regarding this issue appeared, and I will present them separately.

First, a new ranking algorithm was found, good both for computing hub XE "Hub"  ranks and for authority XE "Authority"  ranks. It is based on the pagerank XE "Pagerank"  algorithm from [Brin XE "Sergey Brin" 1998b] and it will be presented in Section 5.2.
Secondly, in order to find more starting pages as input for the Widom algorithm ([Widom2002b]), we had to look for algorithms that find related pages on the link structure of the WWW XE "WWW" . This way, a small set of bookmarks provided by a user could have been extended to a big enough set which represents an input for the Widom algorithm. You will find more details about the improvements of the Widom algorithm in Section 5.4.

Section 5.3 presents an improvement of some existing interpretations of the algorithm presented in [Kleinberg1997] in order to find related hubs (authorities) using the link structure of the World Wide Web XE "Web: Web" .
5.2. The HubRank XE "The HubRankTM Algorithm"  Algorithm

My new approach is a slight modification of the Google XE "Google: Google"  pagerank XE "Pagerank"  algorithm [Brin XE "Sergey Brin" 1998b]. It may also be compared to [Ng2001] where the authors combine the Google pagerank with the HITS XE "HITS Algorithm"  algorithm into a new fixed point iteration for computing hub XE "Hub"  and authority XE "Authority"  scores.

The idea behind the algorithm is that pages with a bigger out-degree should have a bigger hub XE "Hub"  rank and similarly, pages with bigger in-degree should have a bigger authority XE "Authority"  rank. To achieve this, the personalization XE "Personalization"  vector XE "Personalization vector"  of the Google XE "Google: Google"  pagerank XE "Pagerank"  algorithm ([Brin XE "Sergey Brin" 1998b]) is modified to consider the out-degree/in-degree of the pages as weights. More intuitively, the random surfer XE "Random surfer"  will always prefer pages with a bigger out-degree when it gets bored and wants to follow a “random” link. This way, the global importance of the pages is also playing an important role in defining general scores, as the random surfer will follow the out-going links with a higher probability than the random ones. However, the c constant may be smaller than 0.85 here, that is the random surfer has to prefer the random pages more often. I will present some results which used c as 0.85 and some other results with c up to 0.70. The difference is somehow sensible and more research is needed to define the best value for the dumping factor XE "Dumping factor"  in this case. You will find this dumping factor analysis in Chapter 6, when we will discuss about HubRank XE "The HubRankTM Algorithm"  results.
The algorithm for computing hub XE "Hub"  scores is depicted in the following lines.


Let N be the total number of pages in the Web XE "Web: Web"  graph


Let SO be the sum of all the out-degrees of the pages in the Web XE "Web: Web"  graph


Let Oi be the out-degree of page i


Let the components of the personalization XE "Personalization"  vector XE "Personalization vector"  “e” be:
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Apply the Google XE "Google: Google"  pagerank XE "Pagerank"  using ”e” as the personalization XE "Personalization"  vector XE "Personalization vector" : 
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Return x

Analogously, the authority XE "Authority"  scores can be computed setting the components of the personalization XE "Personalization"  vector XE "Personalization vector"  to 
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, where Ii is the in-degree of page i and SI is the sum of all the in-degrees of the pages of the Web XE "Web: Web" . In order to achieve the hubs and authorities mutual reinforcement, the adjacency matrix of the Web graph should no longer be the out-going links matrix normalized on columns, but the in-going links matrix, also normalized on columns, similarly with the input data from the Randomized HITS XE "Randomized HITS Algorithm"  algorithm.
My mutual reinforcement interpretation starts from the idea that Google XE "Google: Google"  pagerank XE "Pagerank"  is already oriented on authority XE "Authority"  scores, and therefore the computation of hub XE "Hub"  scores can be performed by simply redirecting the random surfer XE "Random surfer"  towards hubs. Similarly, the authority scores will be computed using the analogue, opposite approach. This is way the input matrix for computing authority scores should be different.
Just as for the Google XE "Google: Google"  pagerank XE "Pagerank" , the actual computation is based on the power method for computing the first eigenvector of a Markov matrix XE "Markov matrix" . The scores will represent a hub XE "Hub" /authority XE "Authority"  importance for pages only based on the link structure of the Web XE "Web: Web" . 

Let us also add that for SO (or SI) we can still use normal variables (and probably we will also be able to do that in the future, too), as an unsigned integer variable on 64 bits has the maximum value of 18,446,744,073,709,551,615 which means that for the current 3 billion Web XE "Web: Web"  pages the average out-degree should be at most approximately 6,148,914,690. Of course, some machines support only variables on 32 bits, and in this case some “long-number” management structures and functions will have to be written.

Some experimental results, as well as an analysis of the algorithm are presented in Chapter 6.
5.3. The HubFinder XE "The HubFinderTM Algorithm"  Algorithm

Basic Algorithm

Before defining the new algorithm, let us see what we have had in the beginning. All the previous algorithms (HITS XE "HITS Algorithm"  - [Klein1997], SALSA XE "SALSA Algorithm"  – [Lempel2000], Randomized HITS XE "Randomized HITS Algorithm"  – [Ng2001]) are focusing on applying the Kleinberg XE "John Kleinberg"  extension XE "The Kleinberg extension"  several times and then computing hub XE "Hub"  and authority XE "Authority"  scores for the resulting pages. Even the algorithm from [Bharat2001] is based on a similar idea, reason which actually makes it slow.
When searching for related hubs (authorities), one will probably need to build a very large set of pages before having found enough representative pages (good hubs/authorities). Recall that in our case related means accessible via the link structure of the Web XE "Web: Web"  (following either in-going, or out-going links). 
Our idea has the following skeleton algorithm as a basis:


Let  be the Base Starting Set of pages whose related hubs/authorities we are looking for


 = Apply the Kleinberg XE "John Kleinberg"  Extension XE "The Kleinberg extension"  on  once


’ = 

For i= 1 to  do:



’’ = Apply the Kleinberg XE "John Kleinberg"  Extension XE "The Kleinberg extension"  on ’ once



Trim ’’ to contain only interesting pages, which are not contained in 


= ’’



’ = ’’


End For


Trim  to contain only interesting pages


Return 
The only particular aspect is which are the interesting pages? It depends on the approach we take. For example, the naïve approach considers more interesting the pages with a high global Google XE "Google: Google"  pagerank XE "Pagerank" . One may also calculate the Google pagerank for the small graph created after applying the Kleinberg XE "John Kleinberg"  extension XE "The Kleinberg extension" , but this would provide poorer results. A page with high global pagerank is definitely more important (globally) than a page with high local pagerank and small global pagerank. Also, even when thinking that a local page might be closer to user’s preferences than the global one, we may argue that if the global one is accessible from the user’s starting set, then it is considered at least partially important by the user.

Another variable that needs to be defined is how many pages do we actually keep after such a trim XE "Trim" , but this will be discussed later on. We will also show that although intermediate trimming for pages considered interesting needs more computation time, global times will be significantly smaller for this approach. Furthermore, it will be more computation efficient even than an algorithm which applies the Kleinberg XE "John Kleinberg"  extension XE "The Kleinberg extension"  only on the new pages discovered at the previous step. In order to test this experimentally, we implemented the following two approaches:

a) Existing algorithm 1:


Let  be the Base Starting Set of pages whose related hubs/authorities we are looking for


For i= 0 to  do:



’ = Apply the Kleinberg XE "John Kleinberg"  Extension XE "The Kleinberg extension"  on  once



 = ’


End For


Trim  to contain only interesting pages


Return 
b) Existing algorithm 2:


Let  be the Base Starting Set of pages whose related hubs/authorities we are looking for


 = Apply the Kleinberg XE "John Kleinberg"  Extension XE "The Kleinberg extension"  on  once


’ = 

For i= 0 to  do:



’’ = Apply the Kleinberg XE "John Kleinberg"  Extension XE "The Kleinberg extension"  on ’ once



Trim ’’ to contain only pages, which are not contained in 


= ’’



’ = ’’


End For


Trim  to contain only interesting pages


Return 
One can see by now where the differences reside. First of all, we chose only to further apply the Kleinberg XE "John Kleinberg"  extension XE "The Kleinberg extension"  on the new pages discovered after each iteration of the algorithm. This goes like this. We apply the Kleinberg extension on a base set of Web XE "Web: Web"  pages and then we check which Web pages returned after having applied the extension are not contained in the original base set. Let this new set be ’’. Then, the Kleinberg extension is further applied on this new set of pages, and another set of pages is discovered. From this latter set, we will also keep the pages which are not contained in the original base set, as well in the previously discovered and kept sets of pages (in our case ’’). The algorithm continues until a pre-defined number of iterations are achieved. Finally, the resulting set might also be further trimmed in order to contain only a limited number of pages.

But this might have been intuited from the Kleinberg XE "John Kleinberg"  paper anyway, so it had to be further improved. I implemented the original Kleinberg algorithm as “Existing algorithm 1”, and this improved interpretation of the Kleinberg paper as “Existing algorithm 2”.
The desired solution was to further trim XE "Trim"  the new set after each iteration, such as fewer pages must become input for the next Kleinberg XE "John Kleinberg"  extension XE "The Kleinberg extension" . This results in a serious decrease of speed and memory usage. 

The final trimming criterion was not clearly defined and still is not. Tests are performed using global Google XE "Google: Google" , HITS XE "HITS Algorithm" , Randomized HITS XE "Randomized HITS Algorithm" , HubRank XE "The HubRankTM Algorithm"  and SALSA XE "SALSA Algorithm"  ranks. 

The number of pages to keep after the trim XE "Trim"  practically depends on the number of resulting pages the user would like to obtain in the final set. At each trimming step, I computed the following value:
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The variables have the following meaning:

· Nold is the number of pages in the set before the trimming step

· Nnew is the number of pages in the set after the trimming step (how many pages we keep)

· D represents the current distance from the starting set (how many Kleinberg XE "John Kleinberg"  extension XE "The Kleinberg extension" s we applied, or more specific the minimum distance in number of links from any page of the starting set to any page of the current set)

·  is a constant called degeneration factor XE "Degeneration factor"  (find more explanations below)

Let us start with the first fraction. It contains the decimal logarithm of the old number of pages because we need to keep the number of pages small. Imagine that instead of the numerator we have a constant value, say 80. Ignoring the degeneration expression XE "Degeneration expression" , for a set with 100 pages we get 80*(100/100), that is 80 pages to keep after the trim XE "Trim" . This is a good appreciation. Imagine now that we have a set of 100,000 pages. Within the same scenario we would have been forced to keep 80,000 pages, which is far too much. Our formula generates smaller values for bigger sets, and bigger values for smaller sets, exactly what we want to obtain.

Also in the first fraction, the denominator represents the degeneration expression XE "Degeneration expression" . It is also needed, because a hub XE "Hub"  from five links away from the base set is not as likely to be related to the base set as a hub from only one link away. The further we go exploring the link structure of the Web XE "Web: Web" , the more important must be page in order to be kept. We also introduced , the degeneration factor XE "Degeneration factor" , because we need to be able to set an importance amount for each distance unit. We used  with the value 0.850 in our first experiments (if we would not use it, the importance of the distance from the base set would have been too high). The degeneration factor is very useful especially when trying to set an explicit amount of pages to get as result.
As one can see, although a trimming is performed after each step of the algorithm, before returning the results a new final trimming is performed. This is needed because in the first place, we do not want to trim XE "Trim"  too many pages from each new discovered set in order to keep possible resulting hubs in the output vector XE "Vector" . On the other hand, after having applied enough extensions, we will be sure that our set will contain the majority of the hubs in that area, but we will also be sure that this set will be too large for us. Final trimming will consider all output pages, so no good hubs will be lost. One can also give it up, depending on how many resulting pages are looked for.

Refined Algorithm

Another trimming approach is to use global page rank (according to one of the given algorithms) as initial trimming criterion as above, and then keep only pages with acceptable out-degree XE "Acceptable out-degree" . We defined the acceptable out-degree to be:

Min (2 + Distance, 10)

The further a page is from the considered base page, the bigger out-degree it should have in order to be kept. We limited this requirement to 10, because if somebody will ever want explore big distances, say for example following 30 links, then the minimum out-degree would have become 32, which is far too much. Also, a neighbor page should have an out-degree of at least 3 (that is 2 plus the distance, which is 1), because a closer page is much more likely to be related to the original page than some page very far (even though the far away page has much more out-going links than the close one). We cannot exploit page contents (yet), so one or more such “approximations” of content-similarity testing must be used.

We will check to see if the usage of such extra-trimming methods brings some more improvements to the quality of our results. It is sure that they will need some more computation time, but if finally we get to have better quality in our results, the effort is worthy.

The in-depth analysis and comparison of using all ranks as trimming criterion and of using different trimming refinement techniques is left to be analyzed in Chapter 6 of this paper.

For testing the results of this algorithm, some real tester input was also used and will also be provided in Chapter 6.
5.4. Personalized Page Rank Improvements

Introduction

One may imagine several improvements to the algorithm described in [Widom2002b]. On one hand, the ranking results of the algorithm are pretty impressive, as they cope very well with user preferences. On the other, the original paper restricts the user to prefer only high ranked hubs, which is definitely the case for some situations, but is also definitely not the case for some other. In most of the cases, users have few well-known bookmarks (E.g. like WWW" www.cnn.com
, or www.google.com) as well as some local bookmarks sometimes even inside a close community to which he/she belongs.

Two direct improvements are emerging quickly. The first tries to improve the input of the algorithm in order to make it flexible to everyday usage, allowing any preferred pages and as many as the user desires. It is clear that a user who will specify for example 10 preferred pages will have less accurate results than a user who will specify 100 pages. I focused on this first aspect, trying to generate reliable page ranks even for a user who provided 10 bookmarks consisting of some not very highly ranked pages. Also, our ranks should be more accurate for the same set of bookmarks than the ranks computed using the original approach. More details about how the input bookmarks will be processed in order to increase the algorithm quality will be given below in this section.
The second possible improvement regards speed and memory usage. In the experiments, we used three approaches:

a) Put all E vectors into memory; save all D vectors as well as all partial vectors XE "Widom: Partial vectors"  into text files on the hard disk, and re-read them from the files wherever necessary.

b) Put all D and E vectors into memory and save only the partial vectors XE "Widom: Partial vectors"  to temporary files. As we shall see, this approach already represents a big improvement in time management, because the D vectors had to be read / written several times from the disk. On the other hand, this approach more than doubles the amount of main memory used.

c) Put all data structures into main memory. If one has to choose between approach b) and approach c), the latter is surely better, as the memory usage increasing is somehow small. 

We limited to make a study of memory usage / processing speed of the algorithm for different implementation approaches, without practically improving the computation demands of the algorithm (although they are necessary). For details about the theoretical part of the algorithm itself, please consult Section 4.2.1. Also, a detailed description of the implementation and of the performance results of each approach will be presented in Chapter 6.
Personalized Ranking Platform XE "Platform" 
In order to increase the ranking accuracy, some kind of an input generating platform was necessary. The [Widom2002b] algorithm takes two sets of pages as input:
a) A global set of important pages / hubs (H).
b) A set of user preferred pages, subset of the set described above (P).
The initial algorithm used only pages with high page rank for H, usually in small numbers. Our approach intends to extend the limits of the H set, making it more flexible to contain any kind of page. Automatically, the P set will have the power to contain practically any page in the Web XE "Web: Web" . 
Rather opposite than the authors, we started from the P set and then generated a user-specific H set. This is the way in which P becomes practically unlimited. Let us now see how we did that.

Module 1

First, the P set is extended using our HubFinder XE "The HubFinderTM Algorithm"  algorithm described in Section 5.3. This way, a new set of hubs H’, probably also with a high page rank, will be computed in the vicinity of P. The size of this set will usually depend on the size of the whole crawl XE "Crawler: crawl"  XE "Crawler: Crawl" , as well as on the page ranks of the pages in P (it should be a little bit bigger when pages in P have small page ranks). It should be however adjustable by the user.
Secondly, we apply the SimRank XE "The SimRank Algorithm"  XE "SimRank"  algorithm on the H’ set and all the pages with a radius of 2 around it. A discussion about the utility of this step will be presented in Chapter 6. The idea is that we have to try to find as many pages similar to the ones discovered in the first step of our generation of hubs as possible. SimRank similarity scores will be computed for the pages in the vicinity of the top ranked discovered hubs and new pages with top scores will be appended to the set. Of course, we decided to keep all the pages above a certain threshold, rather than the top p pages, because this way we avoid the situation in which non-hubs pages are added to our resulting set.

After applying the SimRank XE "The SimRank Algorithm"  XE "SimRank"  algorithm we end up with a set H’’ of hubs, related to pages in P.

Module 2

Concurrently, our testers were asked before to provide us the set of bookmarks and then asked to surf the Web XE "Web: Web"  using a proxy XE "Proxy Server"  I specifically wrote to track down their browsing behavior. Of course, in order to keep privacy issues open, one might use the proxy only when desired to participate in the testing phase. Also, the proxy usage was necessary only for a limited period of time, until enough valuable pages were captured.

Let us see how it works. While a user is surfing, the URL XE "URL"  of the requested page is saved in a log file, together with the time of the request. In order to avoid errors, I focused only on the main requested page, that is I ignored the request of images, movies, sounds, etc. which had to pass through the proxy XE "Proxy Server"  too. At processing time, a minimum amount of time spent to visit a page is defined (as a constant) and then all “interesting” pages (surfed more than that amount of time) are produced as output.
It is clear that the more a person used our proxy XE "Proxy Server" , the better his/her preferred surfed pages were. On the other hand, I was able to compute some scores only with surfs of a few hours limited to our 500,000 pages crawl XE "Crawler: crawl"  XE "Crawler: Crawl" .

In a final step, the pages generated using the first module are appended to the pages generated using the second module and another application deals with eliminating the duplicates between these two.

Other modules were also imagined, for example one which used collaborative filtering techniques to find similar users and recommend pages, but finally these approaches were considered to have less success that the ones selected and therefore were dropped from my study.
A complete general schema of the personalized ranking process could be conceived using the following steps:
1. Crawl the Web XE "Web: Web" .

2. Compute the filtered out-going links XE "Filtered out-going links"  structure of the Web XE "Web: Web" , as well as the (filtered) in-going links structure.

3. Compute the crawl XE "Crawler: Crawl"  leaves to use as input for another crawl.

4. Ask users to surf the Web XE "Web: Web" .

5. Compute Google XE "Google: Google" , HITS XE "HITS Algorithm" , SALSA XE "SALSA Algorithm" , Randomized HITS XE "Randomized HITS Algorithm"  and HubRank XE "The HubRankTM Algorithm"  page scores.

6. Ask users for bookmarks.

7. Compute the related hubs of user’s bookmarks (using HubFinder XE "The HubFinderTM Algorithm" , Radius = 5).

8. Select the most surfed pages by the user (using the Proxy Server and the Address Selector).

9. Compute the related hubs of user’s most surfed pages (using HubFinder XE "The HubFinderTM Algorithm" , Radius = 2).

10. Combine the URLs from 6 and 8 to form the preference vector XE "Vector" . Generate their page IDs (using Ranks Printer XE "Ranks Printer" ).

11. Combine the URLs from 7 and 9 to form the reunion of the related hubs.
12. Combine the URLs from 10 and 11 to form the basis hub XE "Hub"  set.

13. Compute the similar pages of the basis hub XE "Hub"  set discovered above (using SimRank XE "The SimRank Algorithm" 

 XE "SimRank"  with the top 200 pages, Radius = 2 and five iterations).

14. Combine URLs from 12 with the top results of 13 to form the hub XE "Hub"  set. Generate their page IDs (using Ranks Printer XE "Ranks Printer" ). 

15. Apply the Widom algorithm using the computed preference set and hub XE "Hub"  set as input data.

One could describe the process like in the next diagram.
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Of course, one or more of these steps can be skipped when computing the personalized pagerank vector XE "Personalized pagerank vector" s, but this would either make the results less accurate, or will attract initial constraint of using high ranked pages.

The experimental results, as well as their analysis, can be found in Chapter 6.
Chapter 6. Experiments and Analysis.

6.1. Implemented Applications
Introduction

I implemented four sets of applications, each regarding somehow different aspects. We shall first see a small description of all the implemented programs in the following sections of this chapter, and then afterwards some experiments and analysis will follow.
If you want to get a closer look on how the applications are implemented, you can either check the Appendixes where the header files are added, or you can log in to WWW" www.learninglab.de/~chirita
 and download the entire source code of this thesis software (freely available under the GNU Public License).

Helper Applications

Several helper XE "Helper"  applications had to be developed, some written in C++ and some in Java The use of Java was either suggested by the circumstances – for example when implementing the proxy XE "Proxy Server"  server which tracks down user’s browsing, or simply preferred in order to increase the author’s Java programming experience (. On the other hand, it was impossible to use only Java because some high computation applications had to be written in C++.
Let us now see which the helper XE "Helper"  applications are. They are described in the table below.

	App. Name
	Language
	Description

	Page Filter XE "Page Filter" 
	C++
	Needed especially by the Widom algorithm. Takes the original Web XE "Web: Web"  structure generated by the crawler XE "Crawler: crawler"  and eliminates all Web pages with no out-going links.


	Crawl Extender
	C++
	Performs a BFS-like search on the current crawl XE "Crawler: Crawl"  and outputs its leaves (pages not crawled, but pointed to by pages which are already crawled). We will use this application to extend current crawls in order to get as few different strongly connected components of the Web XE "Web: Web"  graph as possible.


	Ranks Printer XE "Ranks Printer" 
	C++
	Sorts the page ranks computed with one or more of the algorithms used for testing and compares the results. Also prints different useful information, like the rank of a given URL, XE "URL"  the top N ranked pages, etc.

	Web XE "Web: Web"  Transformer
	Java
	Takes as input the out-going links structure of the Web XE "Web: Web"  and computes the in-going links structure. It will be used by the Widom algorithm.

	App. Name
	Language
	Description

	Proxy Server
	Java
	Tracks down user browsing saving the exact time of each request into a log file. Users are identified using their IP addresses (later versions of the program might be using some user ID as identifier).

	Address Selector
	Java
	Scans the logs of the proxy XE "Proxy Server"  server and generates as output a list of URLs surfed for a period of time longer than some given constant (practically computes the pages considered to be interesting to the user, analyzing his/her surfing behavior).

	Address Filter
	Java
	Scans the results of Address Selector and the list of crawled URLs and outputs only the URLs that were actually crawled.

	ID Filter
	Java
	Scans the results of Address Filter and outputs the page IDs of the URLs given as input.


The Ranking Application

The ranking application contains several files and is intended to compute the Google XE "Google: Google" , HITS XE "HITS Algorithm" , Randomized HITS XE "Randomized HITS Algorithm" , SALSA XE "SALSA Algorithm" , and HubRank XE "The HubRankTM Algorithm"  ranks of a link Web XE "Web: Web"  structure given as input. The resulting ranks are output to a text file.
The HubFinder XE "The HubFinderTM Algorithm"  Platform XE "Platform" 
The HubFinder XE "The HubFinderTM Algorithm"  platform contains two parts. First, there is the application for finding hubs itself. It takes as input a base set of page IDs, a link structure of a Web XE "Web: Web"  and a file containing page ranks (computed with the application above). 

The base set is extended for a radius of N (constant defined in the application) using the Kleinberg XE "John Kleinberg"  extension XE "The Kleinberg extension" . Only hubs are kept and output to a file. At each step, some log information is also written to a special log file.
The second part of the HubFinder XE "The HubFinderTM Algorithm"  contains the implementation of the SimRank XE "The SimRank Algorithm" 

 XE "SimRank"  algorithm. It takes as input a list of page IDs, and a link structure of a Web XE "Web: Web" . SimRank similarity scores are computed between the pages in the base set and those in their neighborhood with a radius of N’ (another constant defined in a header file, which is usually smaller than N and has values between 2 or 3). We will use this application to further extend the results of the previous one.

The Widom Algorithm

The Widom algorithm is implemented in C++ using the STL. It takes a list of user’s preferred pages, a list of global or user preferred hubs, a link structure of a Web XE "Web: Web"  graph and outputs a vector XE "Vector"  of ranks personalized towards the preferred pages and the hubs given as input.
The original algorithm uses pages with global pagerank XE "Pagerank"  as globally preferred hubs and a subset of these as user’s preferred pages, thus forcing the users to choose from some given URLs. 
Our approach starts from the other point of view, that is the user. We take the user’s bookmarks, compute a set of their related hubs, and run the application with this input data plus the user’s most surfed pages (as preferred pages). The algorithm should become much more flexible in this way and the results should be much more oriented towards each user’s profile.
6.2. HubRank XE "The HubRankTM Algorithm"  Analysis and Results
Introduction XE "Testing and Analysing" 
The theoretical aspects of the HubRank XE "The HubRankTM Algorithm"  algorithm are described in Section 5.2. Here we will analyze its results, comparing them to the other existing ranking algorithms. We will prove experimentally that HubRank produces more accurate hub XE "Hub"  scores than HITS XE "HITS Algorithm" , Randomized HITS XE "Randomized HITS Algorithm"  or SALSA XE "SALSA Algorithm" , the other algorithms designed for this purpose. Also, similar authority XE "Authority"  rank scores could be computed, but they will be presented rather briefly because of their similarity with hub scores and because they are beyond the object of this thesis.

Small Data Sets XE "Testing and Analysing"  XE "Testing and Analyzing" 
All applications will be tested / analyzed using the same (small, as well as large) data sets. Therefore, these sets will be presented only once, in this section.
The small data sets evolve from simple theoretical sets (Web XE "Web: Web"  Graph 1 and Web Graph 2) to miniature Web sites (Web Graph 3 and Web Graph 4). Let us now see how the ranks are computed for each of the graphs, using each of the algorithms. We will first check the scores and then the actual rankings.
a) Web XE "Web: Web"  Graph 1

The first Web XE "Web: Web"  graph is built upon a tree-like structure, and it looks like below:


[image: image50]
Web XE "Web: Web"  Graph 1
The scores are presented in the table from the top of the next page.
	Page ID
	Google XE "Google: Google" 
	HITS XE "HITS Algorithm" 
	Randomized HITS XE "Randomized HITS Algorithm" 
	SALSA XE "SALSA Algorithm" 
	HubRank XE "The HubRankTM Algorithm" 

	
	
	A
	H
	A
	H
	A
	H
	

	0
	0.15
	0
	1
	0.15
	2.83584
	0
	1
	0.9

	1
	0.1755
	0.447214
	0
	0.631963
	0.15
	0.2
	0
	0.153

	2
	0.1755
	0.447214
	0
	0.631963
	0.15
	0.2
	0
	0.153

	3
	0.1755
	0.447214
	0
	0.631963
	0.15
	0.2
	0
	0.153

	4
	0.1755
	0.447214
	0
	0.631963
	0.15
	0.2
	0
	0.153

	5
	0.1755
	0.447214
	0
	0.631963
	0.15
	0.2
	0
	0.153


One can see that for this first simplest test, there are no real differences between the ranks computed by the five algorithms. For statistics sake, let us also present the rankings table. We will only focus on hub XE "Hub"  scores, as only they are of interest to us.
	Page ID
	Google XE "Google: Google" 
	HITS XE "HITS Algorithm" 
	Randomized HITS XE "Randomized HITS Algorithm" 
	SALSA XE "SALSA Algorithm" 
	HubRank XE "The HubRankTM Algorithm" 

	0
	1
	1
	1
	1
	1

	1
	2
	2
	2
	2
	2

	2
	2
	2
	2
	2
	2

	3
	2
	2
	2
	2
	2

	4
	2
	2
	2
	2
	2

	5
	2
	2
	2
	2
	2


b) Web XE "Web: Web"  Graph 2

The second small Web XE "Web: Web"  graph also has a tree-like form:


[image: image51]
Web XE "Web: Web"  Graph 2
Let us now check the scores for this graph. One may realize the first differences start to appear even from this early step.

	Page ID
	Google XE "Google: Google" 
	HITS XE "HITS Algorithm" 
	Randomized HITS XE "Randomized HITS Algorithm" 
	SALSA XE "SALSA Algorithm" 
	HubRank XE "The HubRankTM Algorithm" 

	
	
	A
	H
	A
	H
	A
	H
	

	0
	0.15
	0
	2.68435e-06
	0.15
	1.45896
	0
	0.2
	0.33

	1
	0.21375
	3.0012e-06
	1
	0.769977
	2.83584
	0.1
	0.5
	0.96525

	2
	0.21375
	3.0012e-06
	0.000783641
	0.769977
	1.91792
	0.1
	0.3
	0.63525

	3
	0.186338
	0.447213
	0
	0.631963
	0.15
	0.1
	0
	0.164093

	4
	0.186338
	0.447213
	0
	0.631963
	0.15
	0.1
	0
	0.164093

	5
	0.186338
	0.447213
	0
	0.631963
	0.15
	0.1
	0
	0.164093

	6
	0.186338
	0.447213
	0
	0.631963
	0.15
	0.1
	0
	0.164093

	7
	0.186338
	0.447213
	0
	0.631963
	0.15
	0.1
	0
	0.164093

	8
	0.210563
	0.000584092
	0
	0.693303
	0.15
	0.1
	0
	0.179988

	9
	0.210563
	0.000584092
	0
	0.693303
	0.15
	0.1
	0
	0.179988

	10
	0.210563
	0.000584092
	0
	0.693303
	0.15
	0.1
	0
	0.179988


HubRank XE "The HubRankTM Algorithm"  proves to be the only algorithm that takes all the Web XE "Web: Web"  aspects into consideration. While Pagerank is making a difference between leaves 3-7 and leaves 8-10, it makes no difference between pages 1 and 2, which are both hubs, but with different importance. This is somehow normal, as pagerank XE "Pagerank"  is not intended to compute hub XE "Hub"  scores, but once we see HubRank scores we can conclude that they could very well be used for general page ranking (especially when calculated with very big dumping factor XE "Dumping factor"  values; we shall discuss later about how dumping factor values influence HubRank scores).
HITS XE "HITS Algorithm"  hub XE "Hub"  scores are too unstable for this graph. We see a huge difference between pages 1 and 2 for example, which is far from the reality. Also, neither HITS, not Randomized HITS XE "Randomized HITS Algorithm" , and nor SALSA XE "SALSA Algorithm"  are making a difference between leaves 3-7 and leaves 8-10 (property available only for Pagerank and HubRank XE "The HubRankTM Algorithm" ). If we leave this aside, Randomized HITS scores are pretty good, while SALSA scores, although they generate similar ranks, are a little bit too roar.
Finally, we should add that HubRank XE "The HubRankTM Algorithm"  is preserving the properties of Pagerank and still induces a ranking from the hubs point of view. Its results are clearly the best for this example. 

Let us now see how these scores generate page ranks.
	Page ID
	Google XE "Google: Google" 
	HITS XE "HITS Algorithm" 
	Randomized HITS XE "Randomized HITS Algorithm" 
	SALSA XE "SALSA Algorithm" 
	HubRank XE "The HubRankTM Algorithm" 

	0
	4
	3
	3
	3
	3

	1
	1
	1
	1
	1
	1

	2
	1
	2
	2
	2
	2

	3
	3
	4
	4
	4
	5

	4
	3
	4
	4
	4
	5

	5
	3
	4
	4
	4
	5

	6
	3
	4
	4
	4
	5

	7
	3
	4
	4
	4
	5

	8
	2
	4
	4
	4
	4

	Page ID
	Google XE "Google: Google" 
	HITS XE "HITS Algorithm" 
	Randomized HITS XE "Randomized HITS Algorithm" 
	SALSA XE "SALSA Algorithm" 
	HubRank XE "The HubRankTM Algorithm" 

	9
	2
	4
	4
	4
	4

	10
	2
	4
	4
	4
	4


Even though HITS XE "HITS Algorithm" , SALSA XE "SALSA Algorithm"  and Randomized HITS XE "Randomized HITS Algorithm"  provided the same ranks, it is worth mentioning that Randomized HITS proved indeed to be much stable than the others, as the authors explained in [Ng02]. So far, we can only realize this by the way its scores look like. Later, we will see this also in the ranks behavior.
c) Web XE "Web: Web"  Graph 3

Real Web XE "Web: Web"  sites have more or less such a tree-like form, with the exception that some navigational link XE "Navigational link" s are added. A navigational link is an intra-site link used to facilitate user’s surfing. In our first such example, we introduced some navigational links towards the home page of the site (with ID 0). This is the most common Web graph characteristic found in the real World, most of the sites having such a feature (a link towards their home page).

The third graph tries to synthesize this feature and is depicted in the picture that follows.


[image: image52]
Web XE "Web: Web"  Graph 3
Let us now analyze the generated scores.
	Page ID
	Google XE "Google: Google" 
	HITS XE "HITS Algorithm" 
	Randomized HITS XE "Randomized HITS Algorithm" 
	SALSA XE "SALSA Algorithm" 
	HubRank XE "The HubRankTM Algorithm" 

	
	
	A
	H
	A
	H
	A
	H
	

	0
	3.59338
	0.999999
	2.10734e-08
	4.22032
	1.45896
	0.444444
	0.111111
	3.46318

	1
	1.67725
	2.98023e-08
	0.00125607
	0.769977
	2.83584
	0.0555556
	0.277778
	1.93022

	2
	1.67725
	2.98023e-08
	2.7342e-06
	0.769977
	1.91792
	0.0555556
	0.166667
	1.74688

	3
	0.435212
	0.000710542
	0.353553
	0.631963
	0.598409
	0.0555556
	0.0555556
	0.419889

	4
	0.435212
	0.000710542
	0.353553
	0.631963
	0.598409
	0.0555556
	0.0555556
	0.419889

	5
	0.435212
	0.000710542
	0.353553
	0.631963
	0.598409
	0.0555556
	0.0555556
	0.419889

	6
	0.435212
	0.000710542
	0.353553
	0.631963
	0.598409
	0.0555556
	0.0555556
	0.419889

	7
	0.435212
	0.000710542
	0.353553
	0.631963
	0.598409
	0.0555556
	0.0555556
	0.419889

	8
	0.625353
	2.57782e-06
	0.353553
	0.693303
	0.598409
	0.0555556
	0.0555556
	0.58676

	9
	0.625353
	2.57782e-06
	0.353553
	0.693303
	0.598409
	0.0555556
	0.0555556
	0.58676

	Page ID
	Google XE "Google: Google" 
	HITS XE "HITS Algorithm" 
	Randomized HITS XE "Randomized HITS Algorithm" 
	SALSA XE "SALSA Algorithm" 
	HubRank XE "The HubRankTM Algorithm" 

	10
	0.625353
	2.57782e-06
	0.353553
	0.693303
	0.598409
	0.0555556
	0.0555556
	0.58676


Once again, HubRank XE "The HubRankTM Algorithm"  is the only algorithm that considers all aspects at once. In these experiments it is quite similar to Pagerank, because we set the dumping factor XE "Dumping factor"  only to 0.85. It is not yet clear which the best value for the dumping factor is, but probably this is between 0.75 and 0.80. The smaller it is, the bigger importance for hubs is given. The current value was selected in order to keep the authority XE "Authority"  importance quite high. Sensible differences can probably be seen only for big data sets, so we will experiment there with several values.
HITS XE "HITS Algorithm"  still proves to return some unstable results for this set, a little bit like the SALSA XE "SALSA Algorithm"  ones. Let us observe that if we leave alone pagerank XE "Pagerank"  scores, only HubRank XE "The HubRankTM Algorithm"  is giving the top position to the home page of the site. Even though this page is not really a hub XE "Hub"  (because it has only two out-going links), a user looking for hubs will always prefer it against pages 1 or 2. Furthermore, from page 0 we may find some content information about pages 1 and 2, which would have been impossible when accessing directly page 1, for example.
Randomized HITS XE "Randomized HITS Algorithm"  continues in the same direction, that is stable hub XE "Hub"  scores, but no authority XE "Authority"  information, which is pretty different from our starting point which says that a user interested in computing hub scores will probably want them to contain some (less, but not zero) authority information as well. This is because the user is interested in finding hubs related to some specific page, or moreover he/she is interested in finding good, valuable pages (authorities) pointing to (hubs) pages with information of his/her interest.
Therefore, it is not enough that the resulting page is only a good hub XE "Hub"  if it does not contain enough information about the pages it is pointing to. This is why we considered that although it has to be a good hub first of all, it should have some authority XE "Authority"  value as well.

The resulting ranks are:
	Page ID
	Google XE "Google: Google" 
	HITS XE "HITS Algorithm" 
	Randomized HITS XE "Randomized HITS Algorithm" 
	SALSA XE "SALSA Algorithm" 
	HubRank XE "The HubRankTM Algorithm" 

	0
	1
	4
	3
	3
	1

	1
	2
	2
	1
	1
	2

	2
	2
	3
	2
	2
	3

	3
	4
	1
	4
	4
	5

	4
	4
	1
	4
	4
	5

	5
	4
	1
	4
	4
	5

	6
	4
	1
	4
	4
	5

	7
	4
	1
	4
	4
	5

	8
	3
	1
	4
	4
	4

	9
	3
	1
	4
	4
	4

	10
	3
	1
	4
	4
	4


d) Web XE "Web: Web"  Graph 4

Finally, a real Web XE "Web: Web"  site will contain also some other navigational link XE "Navigational link" s, which are simulated here using the link from page ID 1 to page ID 2. Also, there are usually more pages pointing to some random page, like in the link added from page 2 to page 7. 
Of course, many other Web XE "Web: Web"  graph properties are not synthesized in these examples, but these are enough to represent an initial test basis. Let us see our final small example:

[image: image53]
Web XE "Web: Web"  Graph 4
We made page 1 look more like a hub XE "Hub"  and page 2 look more like an authority XE "Authority" . In a real case, all pages would have had links towards the home page for example (so also pages 1 and 2), but we decided to suppress them in order to keep the test set simple. Some links from one or more of the pages 3-7 might have pointed towards any page in the same level of the “deteriorated” tree, and vice-versa. All these properties, and surely others, will find a place in the big input data from the next sub-section.
We should now check the computed scores for this graph.

	Page ID
	Google XE "Google: Google" 
	HITS XE "HITS Algorithm" 
	Randomized HITS XE "Randomized HITS Algorithm" 
	SALSA XE "SALSA Algorithm" 
	HubRank XE "The HubRankTM Algorithm" 

	
	
	A
	H
	A
	H
	A
	H
	

	0
	3.51717
	0.999989
	0.000845019
	4.22032
	1.13501
	0.4
	0.1
	3.15852

	1
	1.6447
	0.00036204
	0.00388851
	0.632287
	2.97116
	0.05
	0.3
	2.00972

	2
	1.87764
	0.00202803
	0.00149461
	1.05311
	2.10655
	0.1
	0.2
	1.98596

	3
	0.382947
	0.00166599
	0.35355
	0.57082
	0.598409
	0.05
	0.05
	0.388746

	4
	0.382947
	0.00166599
	0.35355
	0.57082
	0.598409
	0.05
	0.05
	0.388746

	5
	0.382947
	0.00166599
	0.35355
	0.57082
	0.598409
	0.05
	0.05
	0.388746

	6
	0.382947
	0.00166599
	0.35355
	0.57082
	0.598409
	0.05
	0.05
	0.388746

	7
	0.781885
	0.00230634
	0.35355
	1.01837
	0.598409
	0.1
	0.05
	0.76114

	8
	0.548939
	0.000640353
	0.35355
	0.597546
	0.598409
	0.05
	0.05
	0.509894

	9
	0.548939
	0.000640353
	0.35355
	0.597546
	0.598409
	0.05
	0.05
	0.509894

	10
	0.548939
	0.000640353
	0.35355
	0.597546
	0.598409
	0.05
	0.05
	0.509894


The similarity between HubRank XE "The HubRankTM Algorithm"  and Pagerank is made clear here, as it was probably predictable from the algorithm itself. The difference is that HubRank is giving more importance to page 1 (as wanted), because of its hub XE "Hub"  features. Also, it realizes that page 7 is a special one, even though from the hub point of view it is similar to pages 3 – 10. 
HITS XE "HITS Algorithm"  has finally become pretty stable, although the results are even here a little bit outside the real picture. We can also conclude that SALSA XE "SALSA Algorithm"  scores will always be quite simple, giving only limited information about the properties of the Web XE "Web: Web"  graph.
The resulting ranks are synthesized in the table that follows.
	Page ID
	Google XE "Google: Google" 
	HITS XE "HITS Algorithm" 
	Randomized HITS XE "Randomized HITS Algorithm" 
	SALSA XE "SALSA Algorithm" 
	HubRank XE "The HubRankTM Algorithm" 

	0
	1
	4
	3
	3
	1

	1
	3
	2
	1
	1
	2

	2
	2
	3
	2
	2
	3

	3
	6
	1
	4
	4
	6

	4
	6
	1
	4
	4
	6

	5
	6
	1
	4
	4
	6

	6
	6
	1
	4
	4
	6

	7
	4
	1
	4
	4
	4

	8
	5
	1
	4
	4
	5

	9
	5
	1
	4
	4
	5

	10
	5
	1
	4
	4
	5


As a conclusion, the best algorithm for computing hub XE "Hub"  scores must be decided between Randomized HITS XE "Randomized HITS Algorithm"  and HubRank XE "The HubRankTM Algorithm" , depending on the analyzer’s point of view. I will of course argue in all the possible ways that HubRank is the best (which it is (), but the qualities of Randomized HITS XE "HITS Algorithm"  are also obvious, and should not be neglected in further studies.
Large Data Sets XE "Testing and Analysing"  XE "Testing and Analyzing" 
Our analysis will be based on our two big crawls currently available:

1) The first one contains about 500,000 pages, of which only 250,000 contain out-going links. 

2) The second crawl XE "Crawler: Crawl"  is actually an extension of the first one and contains about 800,000 pages, of which 700,000 have at least one out-going link.
We will start analyzing the smaller crawl XE "Crawler: Crawl" , using only the top 50,000 pages. The first point of view will be represented by Google XE "Google: Google"  page ranks, and afterwards we will try to see where are situated the top HubRank XE "The HubRankTM Algorithm"  pages in the other rankings.
We do not know yet which is the best value for the dumping factor XE "Dumping factor" , so we will test several values, that is 70, 75, 80 and 85. The results are presented below.

	Page URL XE "URL" 
	Page Rank

	
	Google XE "Google: Google" 
	HITS XE "HITS Algorithm" 
	R. HITS XE "HITS Algorithm" 
	SALSA XE "SALSA Algorithm" 
	HRank70
	HRank75
	HRank80
	HRank85

	http://www. XE "WWW" trendmicro.com/en/home/...
	1
	*
	*
	*
	26
	26
	25
	26

	http://www. XE "WWW" trendmicro.com/en/about/...
	2
	*
	*
	*
	27
	27
	26
	27

	http://edis.ifas.ufl.edu
	3
	*
	974
	14895
	563
	618
	614
	617

	http://www. XE "WWW" w3.org
	4
	33716
	1665
	8982
	36
	36
	36
	36

	http://www. XE "WWW" planum.net/lato.htm
	5
	*
	8144
	*
	2106
	2106
	2106
	2114

	http://www. XE "WWW" amoebasoft.com
	6
	11204
	*
	*
	1
	1
	1
	2

	. . . . . . . . . . . . . . . .

	http://www. XE "WWW" orbitz.com
	37
	*
	269
	23406
	2522
	2522
	2523
	2535

	http://www. XE "WWW" acm.org
	38
	*
	6128
	34352
	87
	87
	87
	87

	http://www. XE "WWW" morrisnathansondesign.com
	39
	*
	*
	*
	2661
	2661
	2661
	2675

	http://www. XE "WWW" planning.org
	40
	11081
	16064
	3472
	3
	3
	3
	1

	http://www. XE "WWW" aardvarktravel.net
	41
	*
	*
	*
	174
	174
	174
	176

	http://www. XE "WWW" umass.edu
	42
	*
	10916
	*
	273
	273
	273
	274

	http://www. XE "WWW" voxengo.com/phorum/list.phpf=1
	43
	*
	19252
	27077
	91
	91
	91
	92

	http://www. XE "WWW" macromedia.com
	44
	*
	9319
	*
	49
	49
	49
	51

	. . . . . . . . . . . . . . . .

	http://www. XE "WWW" gardenvisit.com
	99
	*
	1613
	13213
	2113
	2113
	2114
	2116

	http://www. XE "WWW" steinberg.net
	100
	*
	6938
	42036
	5344
	5344
	5344
	5350

	http://www. XE "WWW" kaspersky.com
	101
	*
	26285
	35894
	86
	86
	86
	86

	. . . . . . . . . . . . . . . .

	http://www. XE "WWW" ecoiq.com/syndicated...
	1000
	*
	*
	*
	2080
	2080
	2080
	2080

	http://www. XE "WWW" bangaloreit.com/...
	1001
	*
	2175
	33467
	7179
	7179
	7179
	7171

	http://www. XE "WWW" wired.com/animation/...
	1002
	44055
	*
	*
	3735
	3735
	3736
	3733

	. . . . . . . . . . . . . . . .

	http://www. XE "WWW" urenio.org/vrc/index. XE "Index" html
	10015
	*
	*
	*
	27298
	27298
	27273
	27424

	http://www. XE "WWW" internalsystems.com/...
	10016
	*
	6439
	*
	*
	*
	*
	*

	http://www. XE "WWW" internalsystems.com/...
	10017
	*
	6440
	*
	*
	*
	*
	*

	. . . . . . . . . . . . . . . .

	http://www. XE "WWW" urenio.org/innofinder/...
	49998
	*
	*
	*
	*
	*
	*
	*

	http://www. XE "WWW" urenio.org/innofinder/...
	49999
	*
	*
	*
	*
	*
	*
	*

	http://www. XE "WWW" architecture.com/go/Event..
	50000
	*
	*
	*
	*
	*
	*
	*


Pages marked with * were located outside the top 50,000 pages. For the analysis, the method was to print these top sites using the Ranks Printer XE "Ranks Printer"  and then check them. From these first results one can see that like Google XE "Google: Google"  pagerank XE "Pagerank"  scores, the HubRank XE "The HubRankTM Algorithm"  scores are very similar against the dumping factor XE "Dumping factor" . The only scores which are a little bit deviated are those calculated with a dumping factor value of 0.85 (the rightmost column). Also, the most stable ranks are obtained for the dumping factor equal to 0.75, which will be the only value used later in this paper (in further sections).
Another important aspect is that ranks are pretty different from the original Google XE "Google: Google"  page ranks, although the algorithm modification is quite simple. 
The HITS XE "HITS Algorithm"  scores are very much oriented on communities (as they are defined in [Gibson1998]), and because of that, they cover only the most important communities, in blocks. One could check for example the top 5 HITS ranked pages and see they even belong to the same Web XE "Web: Web"  site. Let us see them.

WWW" http://www.visualbuilder.com/forum/members.asp
 

WWW" http://www.visualbuilder.com/forum/members.aspwhichpage=2&pagesize=15&method=postsdesc
  

WWW" http://www.visualbuilder.com/forum/members.aspwhichpage=3&pagesize=15&method=postsdesc
   

WWW" http://www.visualbuilder.com/forum/members.aspwhichpage=4&pagesize=15&method=postsdesc
  

WWW" http://www.visualbuilder.com/forum/members.aspwhichpage=5&pagesize=15&method=postsdesc
  

Let us also note that they do not really start with the home page of the site, although it is a really big hub XE "Hub" , as we will see a little later on. Finally, the scores at least seem to be more or less random. It is clear they are not so, but it is also clear that they cannot be compared to Google XE "Google: Google"  scores (one can argue that the set of HITS XE "HITS Algorithm"  ranks, is oriented on hub importance in the existing case, while the other set, of Google ranks, is at least in part oriented on authority XE "Authority"  importance, but they should be at least a little bit similar anyway).

SALSA XE "SALSA Algorithm"  scores seem to come a little bit closer to Google XE "Google: Google"  ones, but they are still presenting serious differences. Leaving alone the fact the top two Google ranked pages are not even in the top 50,000 ranked SALSA pages, one may realize that almost everywhere the rank difference has the order of thousands (and this for a 500,000 pages crawl XE "Crawler: Crawl" ). I would say they are though a small improvement over HITS XE "HITS Algorithm" , as we can see from the top ranked pages as well:
http://openmap.bbn.com/mailArchives/openmap-users/author.html  

http://openmap.bbn.com/mailArchives/openmap-users/date.html  

http://openmap.bbn.com/mailArchives/openmap-users/thread.html  

http://openmap.bbn.com/mailArchives/openmap-users/subject.html  

WWW" http://www.aardvarktravel.net/directory/enginemap.html
  

The first four are also located on the same site, but communities are much more broken as in HITS XE "HITS Algorithm"  and one can analyze more sites/communities when using the algorithm’s output.
Randomized HITS XE "Randomized HITS Algorithm"  scores are the intermediate ones between Google XE "Google: Google"  scores and HubRank XE "The HubRankTM Algorithm"  scores. Although they are still pretty different (in most of the cases the difference still has the order of thousands), we can easily see they are better than the previously analyzed ones (of course, from our point of view). Furthermore, Randomized HITS XE "HITS Algorithm"  goes away very well from the community effect (also tried to be avoided in SALSA XE "SALSA Algorithm" ), as we can discover looking at the top ranked pages:
WWW" http://www.diamondcs.com.au/forum/showgroups.phps=54b5c1dd4369035f7d6e1c429c52183c
  

http://parole.aporee.org/banner.php3  

http://edis.ifas.ufl.edu/whatsnew/newdocs.html  

WWW" http://www.aardvarktravel.net/directory/enginemap.html
  

WWW" http://www.designcommunity.com/discussion.html
  

As they are oriented 100% on hubs, all Randomized HITS XE "Randomized HITS Algorithm" , HITS XE "HITS Algorithm"  and SALSA XE "SALSA Algorithm"  scores avoid home pages of sites, which might be really important when looking for content (although they are not hubs, they sometimes point towards one or more very important hub XE "Hub" , and they also provide some information about the pages they are pointing to, consequently about the hubs they are pointing to).
While Randomized HITS XE "Randomized HITS Algorithm"  had only 15 of the analyzed pages in the top 50,000 Google XE "Google: Google"  pages, HubRank XE "The HubRankTM Algorithm"  is leading with 21 (the maximum being 26). HubRank is presenting some similarities with pagerank XE "Pagerank"  (like the theoretical algorithm), and yet its hub XE "Hub"  orientation provides best hub information to the user. It is the only algorithm which incorporates all Google top 6 pages in its top 50,000, even in its top 2,500 (we can see that here differences are also big, although the theoretical algorithms are similar).
Pages with good HubRank XE "The HubRankTM Algorithm"  scores also have good Google XE "Google: Google"  pagerank XE "Pagerank"  scores, as we can see from the following table, built from the perspective of HubRank75.
	Page URL XE "URL" 
	Page Rank

	
	HRank75
	HITS XE "HITS Algorithm" 
	R. HITS XE "HITS Algorithm" 
	SALSA XE "SALSA Algorithm" 
	Google XE "Google: Google" 

	http://www. XE "WWW" amoebasoft.com
	1
	11204
	*
	*
	6

	http://www. XE "WWW" amoebasoft.com/index. XE "Index" asp
	2
	11205
	*
	*
	7

	http://www. XE "WWW" planning.org
	3
	11081
	16064
	3472
	40

	. . . . . . . . . . . . . . . .

	http://www. XE "WWW" trendmicro.com/en/about/priva...
	27
	*
	*
	*
	2

	http://www. XE "WWW" visualbuilder.com
	28
	2292
	8804
	4938
	618

	http://java.sun.com
	29
	32365
	*
	*
	32

	. . . . . . . . . . . . . . . .

	http://www. XE "WWW" voxengo.com/phorum/index. XE "Index" ..
	35
	*
	*
	*
	31

	http://www. XE "WWW" w3.org
	36
	33716
	1665
	8982
	4

	http://www. XE "WWW" maps.com
	37
	27708
	5285
	24402
	105

	. . . . . . . . . . . . . . . .

	http://stats.bls.gov/iif/home.htm
	10000
	*
	5835
	26794
	9572

	http://www. XE "WWW" ecoiq.com/landuse/magazine...
	10001
	39124
	3974
	8642
	12069

	http://www. XE "WWW" scottlondon.com/bio/index. XE "Index" html
	10002
	*
	*
	*
	4497

	. . . . . . . . . . . . . . . .

	http://www. XE "WWW" jspin.com/home/apps/filemani
	49999
	49509
	7239
	*
	43276

	http://www. XE "WWW" stuffit.com/compression/file...
	50000
	*
	*
	*
	39121


Surprisingly when we look at the scores this way, they seem even a little bit more similar. Let us now analyze the big differences.
a) The URL XE "URL"  WWW" http://www.planum.net/lato.htm
 represents a page with only 11 out-going links, which makes it seriously less likely to be a hub XE "Hub" , and therefore it has a much smaller HubRank XE "The HubRankTM Algorithm"  score (you can see it in the first table as being place 5 in Google XE "Google: Google"  scores and place 2114 in HubRank scores, the biggest difference from the top 6 pages). Of course, the number of out-going links is not decisive for the rank of a page, but this page, as well as those it is pointing to, do not have big hub capabilities and its decrease in rank was expected.
b) The URLs from the WWW" www.amoebasoft.com
 site have 28 out-going links are also very good authorities and they point to several pages with many out0-going links, so they are considered best in HubRank XE "The HubRankTM Algorithm" .

c) The center of the architectural planning WWW" www.planning.org
 has 165 out-going links and is a very good example of a hub XE "Hub"  which is somehow disadvantaged by the Google XE "Google: Google"  pagerank XE "Pagerank"  algorithm (the page being a good authority XE "Authority"  as well).
d) Another big difference can be found for WWW" www.visualbuilder.com
, the central page of a community for multi-skilled developers which has 147 out-going links and is seriously disadvantaged by the original pagerank XE "Pagerank"  score.

Let us now do some similar analysis for the second crawl XE "Crawler: Crawl" , from which we considered the top 100,000 pages. The first table comes from the Google XE "Google: Google"  pagerank XE "Pagerank"  perspective.
	Page URL XE "URL" 
	Page Rank

	
	Google XE "Google: Google" 
	HITS XE "HITS Algorithm" 
	R. HITS XE "HITS Algorithm" 
	SALSA XE "SALSA Algorithm" 
	HRank70
	HRank75
	HRank80
	HRank85

	http://www. XE "WWW" the-travellers-guide.com/...
	1
	59637
	39412
	*
	138
	138
	138
	139

	http://www. XE "WWW" shoalhaven.net.au/sis/techb...
	2
	*
	*
	*
	2
	2
	2
	2

	http://www. XE "WWW" michael-ray.com/books.shtml
	3
	*
	*
	*
	287
	287
	287
	287

	http://www. XE "WWW" gnacademy.org/mason/catal...
	4
	*
	*
	*
	12
	12
	12
	12

	http://www. XE "WWW" dropbears.com/b/broughsb...
	5
	*
	*
	*
	13
	13
	13
	13

	http://stats.bls.gov/news.release/tenure...
	6
	*
	26807
	*
	56
	56
	56
	56

	. . . . . . . . . . . . . . . .

	http://www. XE "WWW" mlsnet.com/content/03/90...
	100
	*
	21
	2981
	7945
	7832
	7832
	7942

	http://homepage.eircom.net/~ojk/tt/ne...
	101
	*
	*
	*
	4854
	4854
	4854
	4865

	http://www. XE "WWW" acecam.com/photography/...
	102
	*
	*
	*
	107
	107
	107
	107

	. . . . . . . . . . . . . . . .

	http://www. XE "WWW" cgal.org/Manual/doc_html/...
	1000
	3805
	3405
	25749
	482
	482
	482
	482

	http://www. XE "WWW" eskimo.com/~greg/index. XE "Index" html
	1001
	3802
	4467
	29528
	484
	484
	484
	484

	http://www. XE "WWW" ringsurf.com/Society_and_...
	1002
	*
	*
	*
	1305
	1305
	1305
	1305

	. . . . . . . . . . . . . . . .

	http://www. XE "WWW" merced.cc.ca.us/academics...
	10000
	4926
	19259
	14425
	6907
	6910
	6910
	6906

	http://jollyroger.com/x1/gb/Dostoevs...
	10001
	*
	34037
	*
	59079
	59062
	59062
	59176

	http://www. XE "WWW" nikhilkhade.com/articles/p...
	10002
	31312
	8296
	5090
	1676
	1678
	1678
	1674

	. . . . . . . . . . . . . . . .

	http://www. XE "WWW" canoe.ca/SlamNaganoGall...
	50000
	*
	5201
	40078
	58570
	58567
	58567
	58575

	http://www. XE "WWW" anything3d.com/produc....
	50001
	*
	*
	*
	*
	*
	*
	*

	http://timisoara.com/fotbalvest/chibit/a...
	50002
	*
	*
	*
	*
	*
	*
	*

	. . . . . . . . . . . . . . . .

	http://www. XE "WWW" cyberlandscape.com/foru...
	99998
	*
	37800
	*
	*
	*
	*
	*

	http://www. XE "WWW" wldcup.com/news/intervie...
	99999
	*
	*
	*
	*
	*
	*
	*

	http://java.sun.com/features/1998/09/j...
	100000
	*
	*
	*
	*
	*
	*
	*


Let us first notice that also here HubRank XE "The HubRankTM Algorithm"  scores are very similar against several dumping factor XE "Dumping factor"  values and pretty different from the original Google XE "Google: Google"  scores (although the top pages seem somehow to be all in the same range).
And again Randomized HITS XE "Randomized HITS Algorithm" , HITS XE "HITS Algorithm"  and SALSA XE "SALSA Algorithm"  scores are very different one from each other, although they should compute scores for the similar goal. All results have the same characteristics as we discovered for the first set of Web XE "Web: Web"  pages analyzed:
a) Taking the perspective of the number of results in the Google XE "Google: Google"  top 100,000, HubRank XE "The HubRankTM Algorithm"  leads with 16 pages out of 21, while Randomized HITS XE "Randomized HITS Algorithm"  has only 10 pages in this set, SALSA XE "SALSA Algorithm"  has 6 pages and HITS XE "HITS Algorithm"  5. 

b) HITS XE "HITS Algorithm"  is also oriented on communities and Randomized HITS XE "Randomized HITS Algorithm"  tries to diversify targeted pages into several sites.

Finally, the same analysis taken from the HubRank XE "The HubRankTM Algorithm"  point of view is presented in table that follows.
	Page URL XE "URL" 
	Page Rank

	
	HRank75
	HITS XE "HITS Algorithm" 
	R. HITS XE "HITS Algorithm" 
	SALSA XE "SALSA Algorithm" 
	Google XE "Google: Google" 

	http://human-nature.com/nibbs/02/gelder.html
	1
	8685
	*
	*
	167

	http://www. XE "WWW" shoalhaven.net.au/sis/techboa...
	2
	*
	*
	*
	2

	http://ussoccer.about.com/cs/nationalteams
	3
	2292
	24299
	6897
	49

	http://www. XE "WWW" shoalhaven.net.au/sis/techboa...
	4
	*
	*
	*
	12

	http://oopsla.acm.org/oopsla2k/fp/tutorial...
	5
	*
	*
	*
	10

	http://www. XE "WWW" unt.edu/planning/UNT_Poli...
	6
	11075
	53315
	5335
	113

	. . . . . . . . . . . . . . . .

	http://www. XE "WWW" umass.edu/iled/ILED/techno...
	10000
	9428
	*
	*
	81032

	http://cognet.mit.edu/MITECS/Articles/ped...
	10001
	9429
	*
	*
	81033

	. . . . . . . . . . . . . . . .

	http://www. XE "WWW" behaviorbooks.org/clinicians_...
	50000
	*
	*
	*
	48313

	http://www. XE "WWW" barrettandcoe.co.uk/members...
	50001
	*
	*
	*
	48314

	http://timisoara.com/fotbalvest/CRT/ec4_e...
	50002
	33873
	6211
	4070
	*

	. . . . . . . . . . . . . . . .

	http://www. XE "WWW" kaspersky.com/buykavbo.html
	99998
	*
	77431
	*
	*

	http://www. XE "WWW" theodora.com/flags/angola_fla...
	99999
	*
	43904
	*
	62732

	http://www. XE "WWW" csulb.edu/depts/fea
	100000
	*
	31247
	*
	66289


We could draw first conclusions here:

· High HubRank XE "The HubRankTM Algorithm"  score usually implies a high Google XE "Google: Google"  pagerank XE "Pagerank"  score, but the opposite is not true.
· HubRank XE "The HubRankTM Algorithm"  scores are different from any other existing scores.
· Randomized HITS XE "Randomized HITS Algorithm" , HITS XE "HITS Algorithm"  and SALSA XE "SALSA Algorithm"  scores are very different from each other.

· A page with many out-going links will not necessarily have a high HubRank XE "The HubRankTM Algorithm"  score. HubRank scores reinforce themselves through several iterations (like Google XE "Google: Google"  scores) and therefore a page will have a high rank when in a chain of important pages (that is, it may have a high rank with only few out-going links, but pointing to pages with many out-going links: one may call this a hub XE "Hub"  authority XE "Hub authority" , or a hub of hubs XE "Hub of hubs" ).
· From the conclusion above, we can also say that a page with few out-going links could have a high HubRank XE "The HubRankTM Algorithm"  score even so.

Initial naïve approximations for HubRank XE "The HubRankTM Algorithm"  scores, depending on each page’s authority XE "Authority"  and hub XE "Hub"  importance, could be synthesized in the table below:

	Authority Importance
	Hub Importance
	HubRank XE "The HubRankTM Algorithm"  Score

	Small
	Small
	Small

	Small
	Medium
	Almost medium

	Small
	High
	More than medium

	Medium
	Small
	Almost medium

	Authority Importance
	Hub Importance
	HubRank XE "The HubRankTM Algorithm"  Score

	Medium
	Medium
	Medium

	Medium
	High
	Almost high

	High
	Small
	More than medium

	High
	Medium
	High

	High
	High
	Very high


Performance Analysis

Let us now see the time and memory used to compute all page rank scores for the biggest Web XE "Web: Web"  crawls we had. Let me remind you that Web1 XE "Web1 crawl"  has about 500,000 pages out of which only 250,000 have at least one out-going link, and Web2 XE "Web2 crawl"  has about 800,000 pages out of which 700,000 are not leaves (have out-going links).
	Ranking
	Web XE "Web: Web"  1
	Web XE "Web: Web"  2

	
	Time
	Memory
	Time
	Memory

	Google XE "Google: Google"  Pagerank
	41 sec.
	124 MB
	2 min. 36 sec.
	310 MB

	HITS XE "HITS Algorithm" 
	18 sec.
	278 MB
	1 min. 3 sec.
	681 MB

	SALSA XE "SALSA Algorithm" 
	9 sec.
	194 MB
	26 sec.
	680 MB

	Randomized HITS XE "Randomized HITS Algorithm" 
	1 min. 26 sec.
	254 MB
	4 min. 23 sec.
	628 MB

	HubRank XE "The HubRankTM Algorithm" 
	47 sec.
	124 MB
	2 min. 49 sec.
	310 MB


First of all, HubRank XE "The HubRankTM Algorithm"  needs about the same memory as Google XE "Google: Google"  pagerank XE "Pagerank"  and runs for a few seconds more (time for calculating the term representing the sum of out-going links divided by the number of pages).
HITS XE "HITS Algorithm"  and SALSA XE "SALSA Algorithm"  are very fast, mostly because of their definition. They use about the double of the main memory used by Google XE "Google: Google" , as well as Randomized HITS XE "Randomized HITS Algorithm"  does.
Randomized HITS XE "Randomized HITS Algorithm"  also needs about the double time than Google XE "Google: Google" , practically because it has two such iteration formulas (which simply do the time doubling).

My implementation was developed in STL, using vector XE "Vector"  and hash_map XE "Hash Map"  data types. Initial solutions were completely based on vectors. For the link structure of the Web XE "Web: Web" , I used a vector of structures like in the picture below:
[image: image54.emf]
Such a structure contained a page ID, and another vector XE "Vector"  of referenced pages (the pages pointed to by the current page). Similarly, the ranks were saved using a vector of {page ID, page rank} pairs.

Later, the Web XE "Web: Web"  structure was also saved (not in all the applications) using a hash map containing the page ID as a key, and a vector XE "Vector"  of referenced pages as data.
Testing was run on the following machine, called WebBase XE "Stanford: WebBase" :
COMPAQ DL 380 G3

Operating System: SuSE Linux 7.3, Kernel 2.4.19 64GB SMP
2 Xeon processors, each at 2.8 MHz

6 GB RAM Memory
2 x 18 GB as Raid0 Disk (used for system)
2 x 14 x 72 GB as Raid5 Disk (used for data)

IP-Address 130.75.87.14

Services run on the machine: 
Darwin Streaming Server
Digitemp
Web XE "Web: Web"  Crawler
As a conclusion, let us say that HubRank XE "The HubRankTM Algorithm"  scores can be easily computed, just as easy as Google XE "Google: Google"  page rank scores, and they provide valuable information about hubs/authorities on the World Wide Web XE "Web: Web" .
6.3. HubFinder XE "The HubFinderTM Algorithm"  Analysis and Results
Introduction XE "Testing and Analysing" 
As I said, we intend to find as many hubs as possible, related to some given set of input pages. In this section we will experiment using all three versions / interpretations of the algorithm for finding related hubs. Also, for each version, we do not know yet which are the best ranks to use as differentiation criterion XE "Differentiation criterion" , so in the beginning all ranks will have to be tested.
In order not to extend the analysis more than necessary, final results will first be computed using only the second crawl XE "Crawler: Crawl" , our current biggest one. 
We have two goals we are looking to solve in this section:


1. Find out which is the best criterion? Or moreover, which are the ranks providing the best results when used as criterion?
2. Prove that the new algorithm is faster and uses less memory.

Small Data Sets XE "Testing and Analysing"  XE "Testing and Analyzing" 
Before going to real testing (because the capabilities of HubFinder XE "The HubFinderTM Algorithm"  cannot really be proved on very small data sets), let us first see the results for the Web XE "Web: Web"  Graph Number 3, presented in the previous section.
We should start remembering how this graph looks like.


[image: image55]
Web XE "Web: Web"  Graph 5
We will check only which the better score to use here is (this is why testing will be performed only using our algorithm). All criteria generated the following page discovery.

	Step
	Pages found
	New pages
	Percent to keep
	Kept pages (new and interesting)

	1
	11
	10
	58.181 %
	6

	2
	9
	3
	36.183 %
	1


All sets had 7 pages discovered and considered interesting. After the final trim XE "Trim" , only 1 page was kept and returned as output in all cases. The difference appears when checking which the final page that was returned as output is. Let us see it.
	Algorithm
	Returned page

	Google XE "Google: Google" 
	0

	HITS XE "HITS Algorithm" 
	9

	SALSA XE "SALSA Algorithm" 
	1

	Randomized HITS XE "Randomized HITS Algorithm" 
	1

	HubRank XE "The HubRankTM Algorithm" 
	0


Page 9 is out of the question a bad result. The discussion goes between page 0 and page 1. In this case, one might say that page 1 is more a hub XE "Hub"  than an authority XE "Authority"  and page 0 is more an authority as a hub. True, but HubRank XE "The HubRankTM Algorithm"  is intended to find such pages: good pages (authorities) pointing to good hubs. Such a page will give information about the content of the hub page, and more important some such pages will also give information about the quality of the hub. The pages found by HubRank are more like hubs of hubs.
Let us now check some other experiments on small data sets, in this case real sets containing pages crawled from only one site (two sites generated two small testing sets: The Computer Science Department of The “Politehnica” University of Bucharest, and The Computer Science Department of The Autonomous University of Madrid).
In an experiment with 9 steps (9 Kleinberg XE "John Kleinberg"  extension XE "The Kleinberg extension" s) and 3 pages in the base starting set, the three algorithms presented above generated the following results for a Web XE "Web: Web"  crawl XE "Crawler: Crawl"  of 10,000 pages (we omitted the last trimming step, as it is meant only to equalize the size of the resulting set and it is not important for the moment):

	Step
	New Algorithm (Pagerank)
	Existing Algorithm 1
	Existing Algorithm 2

	
	Discovered Pages
	New Pages
	New and Interesting Pages
	Total Pages
	Total Pages
	Discovered Pages
	New Pages
	Total Pages

	1
	125
	125
	125
	128
	128
	125
	125
	128

	2
	180
	52
	43
	171
	180
	180
	52
	180

	3
	143
	78
	39
	210
	254
	148
	74
	254

	4
	536
	481
	159
	369
	937
	679
	596
	850

	5
	1913
	1718
	415
	784
	2755
	2578
	1913
	2763

	6
	2297
	1721
	342
	1126
	3414
	3124
	647
	3410

	7
	1861
	1070
	186
	1312
	3641
	1665
	308
	3718

	8
	892
	323
	52
	1364
	3788
	630
	102
	3820

	9
	544
	237
	34
	1398
	3875
	162
	35
	3855


First of all, these results prove experimentally that our formula keeps fewer pages as we go further exploring the Web XE "Web: Web" . It is important to note that the number of discovered pages starts decreasing after six steps only because the testing Web crawl XE "Crawler: Crawl"  was small and it should usually grow exponentially (here, the algorithm finished all the pages available and we had nowhere to extend any more, but this is not the case for the WWW XE "WWW" ).

In another experiment, we ran the same algorithms only six steps, using the same starting set as above. The overall time performances are listed below:

	New Algorithm (Pagerank)
	Existing Algorithm 1
	Existing Algorithm 2

	5.60 sec.
	10.11 sec.
	12.82 sec.


We should also note that all three algorithms used a similar amount of main memory.

Another trimming approach is to use global pagerank XE "Pagerank"  as initial trimming criteria as above, and then keep only pages with acceptable out-degree XE "Acceptable out-degree" . Earlier, we defined acceptable to be:





Min (2 + Distance, 10)

Existing algorithms are trimming the pages only after all (or many) Kleinberg XE "John Kleinberg"  extension XE "The Kleinberg extension" s have been applied, so they will generate the same number of pages after each of the 9 steps (see above). On the other hand, the number of pages obtained using the pagerank XE "Pagerank"  + out-degree criteria are presented below:
	
	New Algorithm (Pagerank + Out-Degree)

	Step
	Discovered pages
	New pages
	New and Interesting pages
	Total pages

	1
	125
	125
	125
	128

	2
	180
	52
	40
	168

	3
	143
	81
	18
	186

	4
	514
	477
	132
	318

	5
	1937
	1783
	371
	689

	6
	2393
	1877
	197
	886

	7
	1932
	1316
	48
	934

	8
	513
	377
	0
	934

	9
	294
	251
	0
	934


We also performed the timing experiment. Results are presented below:

	New Algorithm (Pagerank + Out-Degree)
	Existing Algorithm 1
	Existing Algorithm 2

	8.39 sec.
	12.69 sec.
	15.71 sec.


This approach will probably improve the quality of the resulting pages (and will also warranty that less and better pages are returned), but one must also approve that it will generate an increase in time usage.
Large Data Sets XE "Testing and Analysing"  XE "Testing and Analyzing" 
As I said, tests started on the biggest Web XE "Web: Web"  crawl XE "Crawler: Crawl" . Although it has about 700,000 pages without out-going links, the crawl is still somehow small. It does not contain many strongly connected graph components, which is the very good part, but it still contains many weakly connected components (components connected with only one or few links), which tells us that is should be further extended, when possible.
In order to improve speed of HubFinder XE "The HubFinderTM Algorithm" , I had to make a small modification from the original idea of the algorithm. Initially, I wanted to use HubRank XE "The HubRankTM Algorithm"  with a starting set of pages and further extend this set using a trimming approach based on a determined criterion. Experiments proved that the results are better and faster when using HubRank to find related hubs (extend) around each page at a time, and then reuniting the resulting pages. Also theoretical, we may argue that if we extend a set of pages, and this set contains for example a very less important page, after the trimming steps are performed, the other pages around this page will be thrown away (considering the page and everything around it has a low score, and therefore they are thrown away when trimming the extended set). When extending each page at a time, we assure ourselves that at least some (few) related hubs will be returned for any page in the original base set, no matter what kind of pages it contains.
I used a starting set of 22 pages, chosen not by importance, but by their aspect, so with no respect to page rank in any approach. Let us see how many related hubs were found using our algorithm and the different criteria available.

	Page
	Criterion

	
	Google XE "Google: Google" 
	Randomized HITS XE "Randomized HITS Algorithm" 
	HubRank XE "The HubRankTM Algorithm" 
	HITS XE "HITS Algorithm" 
	SALSA XE "SALSA Algorithm" 

	1
	32
	31
	32
	19
	19

	2
	146
	174
	158
	76
	76

	3
	12
	12
	12
	13
	13

	4
	24
	23
	24
	14
	14

	5
	81
	39
	61
	25
	25

	6
	24
	44
	40
	15
	15

	7
	36
	26
	34
	28
	28

	8
	43
	44
	46
	8
	8

	9
	4
	4
	4
	4
	4

	10
	23
	21
	23
	17
	17

	11
	19
	23
	20
	14
	14

	12
	34
	15
	42
	18
	18

	13
	1
	14
	1
	3
	3

	14
	39
	24
	61
	6
	6

	15
	43
	41
	41
	9
	9

	16
	15
	18
	22
	1
	1

	17
	27
	27
	30
	16
	16

	18
	18
	19
	19
	16
	16

	19
	106
	107
	108
	12
	12

	20
	1
	1
	1
	1
	1

	21
	10
	9
	11
	5
	5

	22
	87
	104
	96
	16
	16

	Total
	825
	820
	886
	336
	336

	Different
	632
	676
	650
	334
	334


The big battle is between HubRank XE "The HubRankTM Algorithm"  and Randomized HITS XE "Randomized HITS Algorithm" ! We can see immediately that the number of hubs discovered around each starting page is bigger for HubRank, but the total sum of different pages (after the reunion is performed) is bigger for Randomized HITS XE "HITS Algorithm" . 
A first intuition would say that HubRank XE "The HubRankTM Algorithm"  is going only towards very good pages and sometimes, if they are available within the given radius around the base page, they are always taken. On the other hand, Randomized HITS XE "Randomized HITS Algorithm"  seem to consider sometimes some less important pages as having a high score and therefore, the resulting sets are more diverse. 
One may also notice the very good community feature of HITS XE "HITS Algorithm" , which practically returned almost always different pages, depending on the community it was focusing on. It was very surprising to find out that the same number of pages was kept after applying HITS and SALSA XE "SALSA Algorithm" . The more in depth results are of course a little different, but much less than expected. Perhaps here resides the similarity between these two hub XE "Hub"  finding algorithms. However, HITS and SALSA scores cannot be considered as good criterion for finding related hubs on the link structure of the Web XE "Web: Web" .
Finally, pagerank XE "Pagerank"  is proving to give pretty good results, although its formula might point us rather towards good authorities than towards good hubs. We can conclude that pagerank are useful scores too.
We will now make a “final draw” between Randomized HITS XE "Randomized HITS Algorithm"  and HubRank XE "The HubRankTM Algorithm"  using the first big crawl XE "Crawler: Crawl"  and checking the results more in detail.
As I said before, Web2 XE "Web2 crawl"  is actually Web1 XE "Web1 crawl"  plus some other surfed pages. Luckily, all 22 pages I used as starting set for Web2 were also contained in Web1. They had of course different page IDs, but it was not necessary to surf the Web XE "Web: Web"  again in order to find other interesting pages (E.g. bookmarks). In conclusion, the same analysis was performed on this smaller crawl XE "Crawler: Crawl" , using the same sites. The resulting number of pages found is detailed in the table that follows.
	Page
	Criterion

	
	HubRank XE "The HubRankTM Algorithm" 
	Randomized HITS XE "Randomized HITS Algorithm" 

	1
	19
	19

	2
	210
	58

	3
	37
	20

	4
	207
	80

	5
	1
	1

	6
	1
	1

	7
	8
	7

	8
	1
	1

	9
	17
	1

	10
	12
	12

	11
	12
	10

	12
	11
	10

	13
	12
	9

	14
	5
	8

	15
	129
	25

	16
	1
	16

	17
	15
	10

	18
	40
	15

	19
	43
	6

	20
	1
	1

	21
	5
	1

	22
	33
	49

	Total
	820
	360

	Different
	424
	348


A similar phenomenon can be found in the first place. Randomized HITS XE "Randomized HITS Algorithm"  is choosing more diverse pages around a starting page. This can be sometimes good and sometimes bad. It actually depends on how the resulting pages are. Leaving this alone, we find that at this run of the application, HubRank XE "The HubRankTM Algorithm"  found more than twice as many pages as Randomized HITS XE "HITS Algorithm"  (although the number of final different pages is not extremely different).
As a conclusion, let us state that for big Web XE "Web: Web"  crawls, which is the actual case for the Web graph, Randomized HITS XE "Randomized HITS Algorithm"  might sometimes find more different pages than HubRank XE "The HubRankTM Algorithm" , but globally, the pages found by HubRank are better and more important than those found by Randomized HITS XE "HITS Algorithm" .

Before going to a performance analysis of HubFinder XE "The HubFinderTM Algorithm" , let us finally check how the trimming formula actually works for some pages in the experiment above. We will use the first experiment, with the Web2 XE "Web2 crawl"  crawl XE "Crawler: Crawl" .

a) For page 2, the following number of pages was found:

	Step
	No. of Pages Found
	New Pages
	Factor of Pages to Keep
	No. of Pages Kept

	1
	45
	44
	60.7748
	26

	2
	1462
	1436
	27.3713
	393

	3
	3084
	2665
	16.4357
	438

	4
	3073
	2324
	12.0613
	280

	5
	5412
	5020
	8.9989
	451


We can see here that the Web XE "Web: Web"  graph will not always induce an exponential growth of pages found around a starting page. However, the number of pages found reported to the number of new pages from the previous step should be at least approximately monotonous increasing. We can also see that the formula is acting very well as we are moving along around the starting page. Thus, after the fourth step, although the number of new pages is pretty similar to the one found at the third step, only 12% of the pages are kept (that is 25% less than the step before). Moreover, at the fifth step, only 9% of the new pages, while about twice as much are discovered.
Let me also add that in all these experiments I used a degeneration factor XE "Degeneration factor"  equal to 1.500, and a radius of 5 around each starting page (the radius is obvious, as it is exactly the number of steps from the table above).

Around this page, 1589 possible related hubs were computed (we are using the HubRank XE "The HubRankTM Algorithm"  scores as criterion here). I set a final trimming step at 10% of the total number of pages discovered, therefore 158 pages were kept and added to the output of the application for this page.
b) For page 3, I found:

	Step
	No. of Pages Found
	New Pages
	Factor of Pages to Keep
	No. of Pages Kept

	1
	55
	54
	60.1280
	32

	2
	244
	211
	30.7028
	64

	3
	195
	98
	20.0219
	19

	4
	102
	28
	15.5506
	4

	5
	55
	13
	12.6943
	1


It is clear that around page 3 the crawl XE "Crawler: Crawl"  was not very crowded, but I will choose later examples even more rare, in order to analyze all possible cases that can appear when applying the HubFinder XE "The HubFinderTM Algorithm"  algorithm. We should keep in mind that once we apply the algorithm, the same formula is used for all the pages in the starting set, and it must work well in all cases. Here, the number of pages to keep is also decreasing very fast, because the degeneration factor XE "Degeneration factor"  was set to such a big value (1.500). However, the pages found after each step are better and better, especially for the last steps.
c) The crawl XE "Crawler: Crawl"  data finished after the fourth step for page 4:
	Step
	No. of Pages Found
	New Pages
	Factor of Pages to Keep
	No. of Pages Kept

	1
	21
	20
	63.2652
	12

	2
	409
	396
	29.6092
	117

	3
	660
	530
	18.1893
	96

	4
	242
	122
	14.3884
	17

	5
	-
	0
	-
	-


We can see that the percentages do not differ too much with these small sets of pages. The logarithm part of the formula could be squared in order to increase the difference between different set sizes, but in this case we would be forced to use only this approach of searching around each page in the starting set separately (because we will not be able to have results for sets of more than 100,000 pages found around a starting set – see the formula from the previous chapter for more details).

d) Page 13 was special…

	Step
	No. of Pages Found
	New Pages
	Factor of Pages to Keep
	No. of Pages Kept

	1
	3
	2
	70.5379
	1

	2
	9
	7
	36.6196
	2

	3
	4
	1
	25.0000
	0

	4
	-
	0
	-
	-

	5
	-
	0
	-
	-


Here, the crawl XE "Crawler: Crawl"  data ended after the third step and the other two steps added nothing to the results. You can see that the percentages are a little bit bigger, but not very much. The data sizes must differ much more in order to have more different percentages.
Let us now check the times needed to run the algorithms.
Performance Analysis

I will start with a proposition: When applying many comparisons on numbers, normalizing them (if possible) to be less than 1 will increase the performance of the algorithm several times.
At least for our algorithms, this proposition was true. It might have been just a coincidence and further analysis is necessary, but apparently such normalizations are really necessary. While the memory usage remains very similar, the time is extremely different. Take for example the HubFinder XE "The HubFinderTM Algorithm"  run with HubRank75 scores (HubRank XE "The HubRankTM Algorithm"  with a dumping factor XE "Dumping factor"  of 75), with the big Web XE "Web: Web"  crawl XE "Crawler: Crawl" , radius of 3. It needed more than 3 hours to run. Also, the interpretations of the previously existing algorithms needed both more than 12 hours to run.
And take now the same algorithm ran with HITS XE "HITS Algorithm"  scores (normalized). Its running time, together with the times needed by the previously existing algorithms, are synthesized in the table below:
	Algorithm
	Memory
	Time

	NEW Algorithm
	191 MB
	1 min. 50 sec.

	Existing Algorithm 1
	178 MB
	2 min. 48 sec.

	Existing Algorithm 2
	179 MB
	2 min. 56 sec.


The new algorithm is using slightly more memory than the previous ones, because it has more computations to do. However, the memory difference is insignificant (about 5% with all runs of the algorithm), while the time difference is high and bigger as the size of the crawl XE "Crawler: Crawl"  increases (currently only 33% less time is needed by the new algorithm, but I found up to 75% situations).
6.4. Personalized Page Rank Analysis and Results

In analyzing the improvements I added to the Widom algorithm, a table will be presented containing the top 4pages in the original ranks and their ranks in the personalized version of the algorithm. After that, the 22 pages used as user preference (the same 22 pages as in the section above) will be checked in both rankings. Finally, we will check the modifications appeared in the ranks of some randomly chosen hubs from the hub XE "Hub"  set.
We will use in the first analysis the Web1 XE "Web1 crawl"  crawl XE "Crawler: Crawl" . 
The original Widom ranks were computed using the top 30 pages in the Google XE "Google: Google"  page ranks as preference set, and the top 250 pages in the same rankings as hubs set.

The mostly surfed pages were 67. After the reunion with the 22 pages, only 79 pages were different and they formed the preference vector XE "Vector"  for the personalized ranks. 
The test process developed as in the schema from the previous chapter:

1) Compute filtered out-going links XE "Filtered out-going links"  structure for Web1 XE "Web1 crawl"  (this was already done).

2) Compute filtered in-going links XE "Filtered in-going links"  structure of Web1 XE "Web1 crawl" .

3) Compute Google XE "Google: Google"  page ranks.

4) Select top 30 Google XE "Google: Google"  pages as bookmark set and the top 250 pages as hub XE "Hub"  set.

5) Compute original Widom ranks using this input data.

6) Select bookmarks from the Web XE "Web: Web" . I selected 35 bookmarks, out of which only 22 pages were actually crawled.

7) Surf the Web XE "Web: Web" .

8) Apply HubFinder XE "The HubFinderTM Algorithm"  using degeneration factor XE "Degeneration factor"  equal to 2.500 and a radius of 5 around each starting page. 424 pages resulted as hubs, related to the base bookmarks set of 22 pages. Let me also remind you that this set of 424 pages does not necessarily contain the starting set of HubFinder.

9) Check the most surfed pages. 79 pages resulted.

10)  Unite the 79 most surfed pages with the 22 bookmarks to form the preference set.

11)  Unite the 424 pages with the 22 bookmarks and 79 most surfed pages. A hub XE "Hub"  set of 493 pages resulted. 
12)  Compute Widom A ranks (first improvement of the Widom ranks) using the set from 11 as hub XE "Hub"  set and the set from 10 as preference set.

13)  Apply HubFinder XE "The HubFinderTM Algorithm"  with the degeneration factor XE "Degeneration factor"  of 2.500 and a radius of 2 around each of the most surfed pages.

14)  Unite the results the previously discovered hub XE "Hub"  set. The new resulted hub set had 531 pages.

15)  Compute Widom B ranks using the extended hub XE "Hub"  set.
As you probably realized, SimRank XE "The SimRank Algorithm" 

 XE "SimRank"  similarity scores were finally not used in this paper. They might be useful and their utility will still have to be further investigated, but the time needed to compute them is too slow. I tried to run SimRank for the top 30 hubs related to the original input of 22 bookmarks, according to the HubRank XE "The HubRankTM Algorithm"  scores. The radius used around each page was 2 (that is, I only computed the similarities with the pages situated at a distance smaller or equal to 2 around each starting page). The number of iterations of the SimRank formulas was 5. Also everything seems optimized in the SimRank code, and yet the run of the algorithm was stopped after 24 hours of execution.
The authors tested SimRank XE "The SimRank Algorithm" 

 XE "SimRank"  only on small data sets or on big sets, but with small number of items around each central item. For example, they used a database of about 300,000 articles and their citations, but the average number of citations was much smaller than the average number of out-going links of a Web XE "Web: Web"  page. A radius of 2 around a Web page could easily mean 1000 pages in its vicinity, which is far less than the analogue case for articles.

Further analyze of the SimRank XE "The SimRank Algorithm" 

 XE "SimRank"  algorithm is needed, perhaps the search only for the top 10 pages might also help and many other ideas could appear… 
Finally, we should check how the ranks are modified by the input modification. We will also note with * the pages not contained in the top 50,000 pages of the resulting computed ranks. Once again, the crawl XE "Crawler: Crawl"  used had about 500,000 pages out of which about 250,000 pages contained at least one out-going link (very important feature for the Widom algorithm; practically, pages with no out-going links will have a minimum rank in the final scores – this could be a further research subject as well, trying to improve the Widom handling of pages with no out-going links).
The ranks are presented in the table that follows.

	Page URL XE "URL" 
	Ranking

	
	Original Widom
	Widom A
	Widom B

	http://www. XE "WWW" trendmicro.com/en/home/global/legal.htm
	1
	*
	*

	http://www. XE "WWW" trendmicro.com/en/about/privacy/overview.htm
	2
	*
	*

	http://www. XE "WWW" amoebasoft.com
	3
	*
	*

	http://www. XE "WWW" amoebasoft.com/index. XE "Index" asp
	4
	*
	*

	. . . . . . . . . . . . . . . . . . . . . . . 

	http://www. XE "WWW" domus3d.com/default.asp
	*
	66
	66

	http://www. XE "WWW" gardenvisit.com
	*
	20
	9

	http://www. XE "WWW" urban-advantage.com/index. XE "Index" html
	*
	23
	24

	http://www. XE "WWW" metropolismag.com/html/designmart/index. XE "Index" html
	*
	34
	29

	http://phillipsplanning.com/pastprojects1.html
	*
	71
	72

	http://www. XE "WWW" museumofarchitecture.com/main.html
	*
	4
	3

	http://deck-porch-gazebo-plan.vadeck.com
	*
	29
	30

	http://www. XE "WWW" wrdanielsdesign.com/gallery.html
	*
	22
	21

	http://www. XE "WWW" architekturmuseum.ch/htmls/indexe.htm
	*
	70
	70

	http://www. XE "WWW" bauhaus.de/english/museum/index. XE "Index" htm
	25790
	69
	69

	http://www. XE "WWW" bauhaus.de/english/bauhaus1919/architektur/index. XE "Index" htm
	26457
	262
	287

	http://chi-athenaeum.org/gdesign/gdesign0.htm
	*
	48
	50

	http://www. XE "WWW" archiradar.com/eng/index. XE "Index" htm
	*
	43
	44

	http://gdlalliance.com
	*
	453
	478

	http://www. XE "WWW" aztechsoft.com/gpscadrv.htm
	*
	81
	86

	http://www. XE "WWW" fatcad.com/home.asp
	*
	10
	11

	http://www. XE "WWW" cadfx.com/2004.phtml
	*
	241
	216

	http://www. XE "WWW" command-digital.com/panorama1.htm
	*
	18
	19

	http://www. XE "WWW" contractcaddgroup.com/3d.htm
	*
	85
	79

	http://www. XE "WWW" e-magine.ws/products.htm
	*
	94
	100

	http://www. XE "WWW" atlanticarchitects.com/about.htm
	*
	106
	115

	http://www. XE "WWW" architecture.com/go/Architecture/Reference/Library_898.html
	26954
	33
	34

	. . . . . . . . . . . . . . . . . . . . . . .

	http://java.sun.com/downloads
	4405
	158
	171

	http://www. XE "WWW" maps.com/explore
	9266
	201
	224

	http://www. XE "WWW" planning.org/viewpoints
	5876
	63
	92


We can see that the ranks are surprisingly different. The top 4 original Widom pages are not even contained in the results of running the same algorithm with some (actually pretty small) input data. Vice-versa, the pages computed using the bookmarks and the most surfed paged pages as input we all in the top 300 ranks of the newly run algorithm.
Also, while the bookmarks created a very big discrepancy (let me remind you that they were selected randomly though), their related hubs (probably because they are hubs and they have a bigger importance) are contained in the top Widom ranks, of course with the expected difference.

I also ran the algorithm using the second Web XE "Web: Web"  crawl XE "Crawler: Crawl"  as input, but results were similar. Therefore, this analysis will be only presented from the performance point of view, in the section immediately to come.
Performance Analysis

All results of the Widom algorithm were run using the version with all data types saved into memory. I did the implementation in such a way, that the amount of data saved into memory can be changed simply by modifying a parameter in the header file of the application.
The resulting running times, and also especially the memory usage was better than I expected and further tests with the Widom algorithm will probably be made. Let us see them.

	Crawl
	No. of Preference Pages
	No. of Hubs
	Time
	Memory

	Web XE "Web: Web"  1
	30 
	250
	28 min 11 sec.
	85 MB

	Web XE "Web: Web"  1
	79
	493
	53 min 58 sec.
	135 MB

	Web XE "Web: Web"  1
	79
	531
	58 min 33 sec.
	140 MB

	Web XE "Web: Web"  2
	30 
	300
	1h 23 min 20 sec.
	171 MB

	Web XE "Web: Web"  2
	79
	768
	5h 32 min 13 sec.
	


We can see that the number of hubs (and also the number of preference pages) increases linearly the memory usage, and therefore one should take care about how many such hubs adds to the input set.
Finally, let us say that the improvement to the Widom algorithm input data is easy to compute and makes no damage to the performance of the initial algorithm.
6.5. Conclusions and Future Work
In this paper I presented the following contributions:
· A new algorithm for computing hub XE "Hub"  / authority XE "Authority"  scores, based on the Google XE "Google: Google"  pagerank XE "Pagerank"  algorithm

· A new algorithm for computing hubs, related to a set of pages given as input, based on the previous research of John Kleinberg XE "John Kleinberg" 
· An improvement for the input process for the Widom algorithm which makes it much easier to use in real life situations.

Several analysis have also been made, starting with previous research in the area of computing hubs and authorities scores, of computing page rank scores, of improving time and memory usage of existing page rank algorithms and especially the Google XE "Google: Google"  pagerank XE "Pagerank"  algorithm, of ranking in peer-to-peer XE "Peer-to-peer"  networks, etc. Also an analysis of the existing algorithms for computing hub XE "Hub"  scores compared to my new algorithm was presented.

Further work involves normalizing all hub XE "Hub"  scores, testing more in-depth the SimRank XE "The SimRank Algorithm" 

 XE "SimRank"  algorithm and perhaps finding an improvement to it and improving the HubFinder XE "The HubFinderTM Algorithm"  algorithm in the following ways:

a) Improving the Kleinberg XE "John Kleinberg"  extension XE "The Kleinberg extension" . Currently, I am using vectors for storing the Web XE "Web: Web"  data into memory. We could have a vector XE "Vector"  of {page ID, page Address} pairs, and at each address another structure containing {page ID, list of pages pointed to by the current page saved using memory addresses}. Such an implementation seems more complicated than the previous one, but the direct use of memory addresses might increase the computation speed considerably.

b) Improving the selection algorithm. We should search for a faster algorithm for selecting the top ranked N pages of a vector XE "Vector"  containing N+M information.
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Chapter 9. Appendix.

The distribution of the software I wrote is freely available under the GNU Public License, at http://www.learninglab.de/~chirita
Let us check the directory structure of the distribution now, just to make an idea of it.

	.:

examples

helpers

hub_finder

java

other

output

rankings

sim_rank

test_input

widom

./examples:

Test_1

Test_2

./examples/Test_1:

base_3.dat

hubs_3.HR

hubs_3.PR

hubs_3.RH

log_3.HR

log_3.PR

log_3.RH

newBase_3.dat

newHubs_3.dat

ranks_3.HR

ranks_3.PR

ranks_3.RH

ranks_3.W

ranks_3.W.new

stat_3.HR

stat_3.PR

stat_3.RH

test_1.sh

test_3.URL.dat

test_3.URL.roar

test_3.roar

test_3_IN.dat

test_3_OUT.dat

./examples/Test_2:

baseSet_2.dat

inLinks_2.dat

outLinks_2.dat

outRanks_2.PR

outRanks_2.W

outURL_2.dat

pageRankLinks.txt

pageRankUrls.txt

test_2.sh

topPagesIDs_2.PR

topPagesIDs_2.W

topPages_2.PR

topPages_2.W

./helpers:

v1.0.1

./helpers/v1.0.1:

CrawlExtender.cpp

CrawlExtender.h

CrawlExtender.o

DataTypes.h

Helpers.ps

Makefile

PageFilter.cpp

PageFilter.h

PageFilter.o

RanksPrinter.cpp

RanksPrinter.h

RanksPrinter.o

extenderTest_1

extenderTest_1.cpp

filterTest_1

filterTest_1.cpp

output

printerTest_1

printerTest_1.cpp

printerTest_2

printerTest_2.cpp

uniter

uniter.cpp

./helpers/v1.0.1/output:

./hub_finder:

v1.0.1

v1.0.2

v1.0.3

./hub_finder/v1.0.1:

DataTypes.h

HubFinder.cpp

HubFinder.h

HubOutFinder.cpp

HubOutFinder.h

Kleinberg.cpp

Kleinberg.h

Makefile

TestFinderOut_1.cpp

TestFinderOut_2.cpp

TestFinderOut_3.cpp

TestFinder_1.cpp

TestFinder_2.cpp

TestFinder_3.cpp

TestKleinberg.cpp

output

./hub_finder/v1.0.1/output:

./hub_finder/v1.0.2:

DataTypes.h

HubFinder.cpp

HubFinder.h

HubFinder.ps

HubOutFinder.cpp

HubOutFinder.h

Kleinberg.cpp

Kleinberg.h

Makefile

TestFinderOut_1.cpp

TestFinderOut_2.cpp

TestFinderOut_3.cpp

TestFinder_1.cpp

TestFinder_2.cpp

TestFinder_3.cpp

TestKleinberg.cpp

output

test_output

./hub_finder/v1.0.2/output:

./hub_finder/v1.0.2/test_output:

log_3.H

log_3.HR

log_3.PR

log_3.RH

log_3.SAL

out_3.H

out_3.HR

out_3.PR

out_3.RH

out_3.SAL

stat_3.H

stat_3.HR

stat_3.PR

stat_3.RH

stat_3.SAL

./hub_finder/v1.0.3:

DataTypes.h

DataTypes.h~

HubFinder.cpp

HubFinder.cpp~

HubFinder.h

HubFinder.o

HubFinder.ps

HubOutFinder.cpp

HubOutFinder.h

HubOutFinder.o

Kleinberg.cpp

Kleinberg.h

Kleinberg.o

Makefile

TestFinderOut_1

TestFinderOut_1.cpp

TestFinderOut_2

TestFinderOut_2.cpp

TestFinderOut_3

TestFinderOut_3.cpp

TestFinder_1

TestFinder_1.cpp

TestFinder_2

TestFinder_2.cpp

TestFinder_3

TestFinder_3.cpp

TestKleinberg

TestKleinberg.cpp

output

test_output

./hub_finder/v1.0.3/output:

./hub_finder/v1.0.3/test_output:

log_3.H

log_3.HR

log_3.PR

log_3.RH

log_3.SAL

out_3.H

out_3.HR

out_3.PR

out_3.RH

out_3.SAL

stat_3.H

stat_3.HR

stat_3.PR

stat_3.RH

stat_3.SAL

./java:

helpers

proxy

./java/helpers:

JHelpers.ps

WebStructure.class

WebStructure.java

WebTransformer.class

WebTransformer.java

./java/proxy:

AddressFilter.java

AddressSelector.java

IDFilter.java

Proxy.java

Proxy.ps

URLtoIP.java

./other:

eigen_hubs

./other/eigen_hubs:

v1.0.0

./other/eigen_hubs/v1.0.0:

EigenVec.cpp

Makefile

input

./other/eigen_hubs/v1.0.0/input:

outLinks_5.dat

./rankings:

v1.0.1

./rankings/v1.0.1:

DOCErr.cpp

DOCErr.h

DOCErr.o

Makefile

RankTest.cpp

Rankings.ps

WebAlgorithms.cpp

WebAlgorithms.h

WebAlgorithms.h~

WebAlgorithms.o

WebTools.cpp

WebTools.h

WebTools.o

output

rankTest

./rankings/v1.0.1/output:

./sim_rank:

v1.0.0

./sim_rank/v1.0.0:

DataTypes.h

Kleinberg.cpp

Kleinberg.h

Makefile

SimRank.cpp

SimRank.h

SimRank.ps

TestSimRank_1.cpp

input

output

./sim_rank/v1.0.0/input:

./sim_rank/v1.0.0/output:

./test_input:

base_3.dat

ref_1.dat

ref_2.dat

ref_3.dat

ref_4.dat

ref_5.dat

ref_6.dat

ref_7.dat

test_1.dat

test_2.dat

test_3.dat

test_3_IN.dat

test_4.dat

./widom:

v1.0.0

v1.0.1

./widom/v1.0.0:

DataTypes.h

Makefile

Widom.cpp

Widom.h

WidomTest_1.cpp

WidomTest_2.cpp

WidomTest_3.cpp

output

./widom/v1.0.0/output:

./widom/v1.0.1:

DataTypes.h

Makefile

Widom.cpp

Widom.h

Widom.o

Widom.ps

WidomTest_1

WidomTest_1.cpp

WidomTest_2

WidomTest_2.cpp

WidomTest_3

WidomTest_3.cpp

output

./widom/v1.0.1/output:
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